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Let’s face it, the universe is messy. It is nonlinear, 
turbulent, and chaotic. It is dynamic. It spends its time 
in transient behavior on its way to somewhere else, 
not in mathematically neat equilibria. It self-organizes 
and evolves. It creates diversity, not uniformity. That’s 
what makes the world interesting, that’s what makes it 
beautiful, and that’s what makes it work.
 
 – Donella H. Meadows





Scientific research and discovery in the field of bioinformatics have seen a 
tremendous increase in recent years through the advent of low-cost genetic 
sequencing and better healthcare programs. At the same time, this situation poses 
new important challenges for the analyses of genetic data, as many of the current 
visualization software were not originally designed to manage the large datasets that 
continue to become available on a regular basis. While active in many other domains 
such as finance and journalism, most data visualization designers have remained 
as bystanders in the fields of healthcare and life sciences, and new visualization 
tools are steadily being developed without the expertise and knowledge of these 
design professionals. However, the visualization tools for the exploration of these 
data can no longer be only developed by bioinformaticians if we wish to realize the 
full potential of modern technologies and to extract actionable insights from new 
large datasets. In this thesis I propose that designers can play an important role as 
mediators in transdisciplinary groups that come together to create user-centered 
digital products for non-linear visual analytics. This thesis explores the creation of 
visualization tools for the analysis of large datasets of genomic data, specifically by 
proposing a redesign of Multiple Sequence Alignment visualizations, while at the 
same time presenting a general model for collaboration for the design of these tools 
in healthcare and bioinformatics.
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1

In nature hybrid species are usually sterile, but in science the reverse is often true. 
Hybrid subjects are often astonishingly fertile, whereas if a scientific discipline 
remains too pure it usually wilts.

– Francis Crick (1988)

1 Introduction
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In 1962, James Watson and Francis Crick, together with Maurice Wilkins received the Nobel 
prize in recognition for the discovery of the DNA: the fundamental biochemical structure that 
stores the genetic information of all biological entities in this planet. Less that 60 years after 
the breakthrough, the fields of molecular biology, bioinformatics and genetics are now at the 
forefront of scientific discovery, and much more has been learned about biological systems, 
and about the effect of genetics in disease dynamics. With the advent of more affordable 
genetic sequencing, genetic data is ever more present in medicine and research, and new 
challenges for handling, visualizing and understanding these data burden both scientists and 
bioinformaticians. While there are many fields to which these new technologies can be applied, 
one area of special interest is the study of infectious diseases, and how pathogens evolve over 
time and become more dangerous to the human species.
Pandemics pose a serious threat to us, and the analysis of clinical and genetic data promises to 
deliver great understanding about outbreak dynamics, and ways in which we can prevent the 
next epidemic from happening. Naturally, a way to analyze all these data is trough visualization. 
It must be said that the employment of data visualization for the study and analysis of 
epidemics is certainly not a new activity: the first documented case is usually attributed to Dr. 
John Snow, who mapped a notorious outbreak of Cholera in London, in 1854 (Johnson 2007). 
However, recently the fields of cellular biology, bioinformatics and genetics have opened the 
door to a plethora of new ways of exploring epidemiological data. The models and artifacts 
proposed in this thesis will draw from real research scenarios from groups focused in the 
study of infectious diseases and evolutionary biology.

While in the social imaginary an epidemic usually means a major explosion of an –often 
fatal– disease in a territory, the accepted definition is any “increase, often sudden, in the 
number of cases of a disease above what is normally expected in that population in that area.” 
(CDC 2012). Epidemics differ from outbreaks because the latter occur in smaller areas. The 
creation of visualization tools for the exploration of infectious diseases during epidemics has 
seen an increase in recent years, most notably through the use of GIS modelling, molecular 
epidemiology visualizations and social network analysis technologies (Carroll et al. 2014). 
These visualizations often involve the combination of heterogeneous data of diverse nature, 
including clinical, geographical, patient and pathogen genetics, and timelines, among others. 
This increase in visualization tools responds to the lowering costs of genetic sequencing and 
the improvement in healthcare worldwide. Animals, including humans, can become infected 
from both bacteria and viruses, and in both cases the use of genetic sequencing has helped 
to understand disease mechanisms. However, this thesis will be focused on the visualization 
of viral data only. One of the current areas of study is the analysis of genetic data extracted 
from the viral particles that infected a patient. By analyzing these samples, it is possible 
to hypothesize about which mutations in the genetic structure of a pathogen could be 
responsible for different clinical outcomes of patients (Hartfield et al. 2014). There are many 
other clinical applications of analyzing viral samples, including the design of new diagnosis 
tools and the implementation of more specialized treatments based on specific patient or viral 
genetic profiles. (Hartfield, Murall, and Alizon 2014). Based on this information, it is imperative 
to design digital products, as they may have a direct impact in providing insights about disease 
detection and prevention.
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The design of digital visualizations that allow domain-experts to interact with complex datasets 
and look for undiscovered relationships and patterns, (or “visualization tools” as I will refer 
to them throughout this thesis), requires close collaboration between researchers, health 
specialists, data scientists, software developers and designers. While in many other settings of 
human endeavor design professionals have gradually been introduced to support the creation 
of software, it is only until very recently that the fields of academia, and the healthcare and 
pharmaceutical industries have turn to design as a discipline to support systematic approaches 
to user-centered problem solving (FDA 2018). This presents both a new opportunity and many 
new challenges for user experience and information designers, who must act as mediators 
between all the aforementioned stakeholders in the astringent and relatively inflexible context 
of medicine and scientific discovery.  

To design exploratory visualization tools that can support researchers the designer needs to 
identify patterns of scientific sense-making and tasks they normally perform for any given 
project, so that the interfaces they design through graphical representations of data, and 
human-computer interaction techniques accurately support to those needs. There are only 
a handful of examples of cognitive task analyses for biomedical sciences: notably, the work 
of studying scientific sense making for the creation of hypothesis about disease mechanisms 
(Mirel and Görg 2014), and the conduction of task analysis for “visual analytic workflows” 
(Mirel et al. 2011). Chapter six describes how I performed similar analyses for the creation 
of the visualization tool described in this thesis under a newly proposed design model. 
Additionally, discussing the current visual representations and tools of clinical and genetic data 
will help establish the mental models of researchers, and identify good usability practices as 
well as areas of improvement for these representations. Noteworthy web-based tools for the 
exploration of genomic data include MicroReact (Argimón et al. 2016), and NexStrain (Neher 
et al. 2017) and NextFlu (Neher and Bedford 2015), which in addition combine traditional with 
novel approaches to visualization.

The contribution of this thesis is twofold: (1) I propose a model for information design in 
genomics and health informatics to facilitate the design of visually-supported methods 
of analysis. This model establishes guidelines for the collaboration between information 
designers, biomedical researchers and other stakeholders in academic and corporate 
settings, and can be generalized to many other subdomains beside viral genomics. (2) I 
designed a modern, web-based visualization tool for the analysis of genomic data based on 
the aforementioned model, that can be seamlessly embedded within the current workflow 
of biomedical researchers. This visualization tool not only is a practical example of the 
implementation of the model, but also could be used in real research settings in the field of 
comparative genomics, which extends beyond viral analysis.
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2 Visualizing clinical and genomic data

As several days elapsed between the first case of cholera and the great 
outbreak, it is probable that the water in which the soiled linen must have been 
washed, and which would necessarily run into the brook, was the means of 
communicating the disease to the thirteen persons taken ill on the night between 
the 9th and 10th of January.

– John Snow (1855)

Visualizing clinical data was pioneered by physician John Snow in 1855 during the 
notable cholera outbreak that occurred in London. Nowadays, some modern 
visualizations of clinical data are still based on the maps that Dr. Snow drafted over 
150 years ago, but novel visualization techniques that look into the genetic makeup 
of pathogens have also been developed. This section discusses some of these 
visualizations used for the analysis of outbreak, familial and genetic data.
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2.1 Phylogenetic trees 

Perhaps the most ubiquitous visualization used to describe the evolutionary path of a virus is a 
phylogenetic or tree, or simply, a “phylogeny”. This visualization can be defined as “a diagram 
that depicts the lines of evolutionary descent of different species, organisms, or genes from 
a common ancestor” (Baum 2008). In other words, phylogenies are a form of hierarchical 
visualizations originally depicted as trees. The first person to propose that evolutionary 
relationships could be represented using the metaphor of a tree was Charles Darwin in his 
magnum opus “On the Origin of Species” (Darwin and Huxley 2003). The only illustration that 
appears on the book is, surprisingly, a tree diagram (Figure 2.1) used to describe the principles 
of species divergence, natural selection and extinction. As Darwin explained: “the modified 
descendants of any one species will succeed by so much the better as they become more 
diversified in structure, and are thus enabled to encroach on places occupied by other beings”.

2.1.1 Visual grammar of phylogenetic trees

When phylogenetics started to become a formal practice some standards of representation 
were established, including what information could be visually encoded and how to encode 
it. This visual grammar or “aspects” of a phylogeny are described below and are referenced in 
figure 2.2 (EBI 2014):

1. Topology: 
The topology is the branching structure of the tree. It indicates how related the 
branches are among each other. These branches could represent species, (e.g. 
Homo sapiens and Homo habilis), domains (e.g. Bacteria and Animalia) or even 
families (i.e. different individuals of the same family).

2. Branches: 
Branches represent the path of transmission across generations. The length of a 
branch encodes critical information: the genetic change between one generation 
and the next. This change is commonly referred to as “genetic divergence”.

3. Tips: 
Tips represent every genetic sequence that was sampled to construct the tree. A 
group of tips or branches is also known as a “clade”.

4. Nodes: 
Nodes appear whenever more than one branch meets, and usually represent an 
ancestral genetic sequence that cannot be account for.

5. Confidence: 
Phylogenies are inherently imperfect and display diverse degrees of uncertainty. 
For this reason, it is common to see a percentage value next to a node to display 
the level of confidence (i.e. the certainty that in reality such branching is an 
accurate representation of a biological branching).

Figure 2.1 (previous page)
Tree diagram proposed by Charles 
Darwin (2003).

Figure 2.2 (right)
Visual grammar of phylogenies (EBI 
2004)
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Phylogenies can still take many visual forms while maintaining these five aspects, and the 
decision of which general form to use has more to do with the aspects of the data that 
want to be emphasized. Depending on a determined taxonomy, these forms have slightly 
different names, but in general they can be classified into vertical (also called rectangular), 
horizontal (or hierarchical), circular, radial, and diagonal. Figure 2.3, shows an example of these 
paradigms, which although look very different, encode the same information. Evidently, the 
interpretation and conclusions as well as the ability to add more layers of information, greatly 
depend on the general form of the tree.

A modern JavaScript visualization library called Phylocanvas (“Phylocanvas” n.d.) allows the 
creation of any of the aforementioned trees in JavaScript language using the canvas API 
(Scholz 2017). It can be argued that radial and circular representations of phylogenies are very 
useful when it’s required to display a large number of tips in a relatively small area, or when 
there is not a lot of space to display the graphics. However, they can be hard to read because 
trees are inherently sequential (the root represents the most ancient genome, and the last tip 
the most recent one), and circular configurations may hinder this fundamental aspect of the 
data. Additionally, if there is a large density of tips, the tree might be almost impossible to read 
without the use of filtering, zooming or other form of interaction.

It is important to note that viruses were only discovered almost forty years after the 
publication of the first edition of On the Origin of Species, in 1898 (Lecoq 2001), and so the 
use of phylogenies to depict “trees of life” (i.e. lineages across biological kingdoms,) or to 
represent bacterial diversity were already a usual practice by the time phylogenies started 
to be used for the study of viruses. With this in mind, in the field of viral epidemiology 
phylogenies are usually constructed from viral samples extracted from patients, which then 
are computationally processed. The result is a hierarchical visualization where usually every 
“tip” of the tree corresponds to the viral sample of a single patient. As previously noted, 
viral phylogenies also carry a degree of uncertainty because it is impossible to describe 
with complete confidence the dynamics of a viral evolution. Some researchers have chosen 
to make this evident in their tree renderings by overlaying a violin plot on every node, as 
demonstrated by this recent tree (figure 2.4) constructed from data of the Zika virus outbreak 
in 2015-2016 in the Americas (Metsky et al. 2017). Overlaying a probability curve is a simple but 
very effective way of communicating a vital part of the information, without adding a great 
deal of cognitive load for the reader. This approach is better than overlaying a label with a 
number, because it shows the probability density as well. In this last example, it’s also possible 
to see that color can be used to encode another variable of the data: the country or territory 
were the sample was collected.

2.1.2 Visual encoding of information in phylogenies

There is more than one way to use color as a form of visual encoding on a tree. As previously 
stated, color can be used as a categorical tag, to differentiate branches by the location where 
the sample was collected (figure 2.4). However, color can also be used as a continuous 
variable for a mapping method called “continuous character mapping” (Revell 2013). In 
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this form of mapping, a phylogeny is given and a phenotype is continuously mapped using 
color throughout the entire tree. Phenotypes are the “observable physical properties of an 
organism; these include the organism’s appearance, development, and behavior”. (Nature 
2014). For example, given the phylogeny of an order of approximately 800 species of eels, 
the way in which they feed (i.e. the feeding phenotype) could be mapped throughout the 
entire tree. Some eels use suction to feed, while others bite, and this can be mapped to a 
color gradient, as Figure 2.5a shows. Continuous character mapping is a relatively new color 
encoding method, and it has partly become popular thanks to modern implementations of the 
algorithms, such as with the library Phytools for the R programming language. (Revell 2014).

In the past, the solutions to map a phenotype on a phylogeny have been limited to overlaying a 
small pie chart in every node that shows the distribution of the trait across the child branches 
of that node or using stochastic methods to render a section or an entire branch with a 
color (Figure 2.5b). One of the biggest drawbacks of these two methods is that the data 
are reduced. Think about the following example: given the phylogeny of a fly, a researcher 
might want to study the shape of the wing across species. Using a non-continuous coloring 
approach, the mapping must be done between the shapes of the ancestral wing and the 
most recent wing. However, wing shapes, as any other phenotype, slowly morph across 
species over time, and are the result of an array of nuanced changes. This is why continuous 
character mapping provides a more precise visualization of the data, with the caveat of being 
computationally more intensive.

The branches of a tree are also elements of visual encoding. As previously stated, the length of 
the branch typically encodes the divergence (i.e. the genetic difference between one sample 
and another one), however, this distance can instead encode a length of time, so as to indicate 
that the sample of one tip is more ancient than another one, and thus placing the entire tree 
on a chronological time scale. These trees are also known as “time-calibrated phylogenies”.

It is also possible to “cluster” several tips of the tree into a single branch (figure 2.6). This is 
usually done because of space reasons, or because the designer wants to drive attention to a 
specific part of the tree. These cones are usually only displayed in rectangular phylogenies, and 
the convention is that the horizontal length of the cone represents the overall divergence of 
the cluster, while the height represents the relative quantity of samples being clustered. This 
encoding is perhaps not as intuitive as the previous ones, as the use of a triangle is arbitrary, 
but it is an accepted mental model within the community of experts. In recent years, there 
has been an attempt to visually encode even more data onto the tree. Packages like PhyD3 
(Kreft et al. 2017, 3) provide the possibility to map a binary variable onto every tip of the tree, 
by overlaying a pie chart. Additionally, it is possible to add “columns” of metadata on the right 
side of the tree. The use of metadata with phylogenies will be discussed with more detail later.

Finally, it is important to briefly discuss an emerging field known as phylogeography, mainly 
concerned “with the principles and processes governing the geographic distributions of 
genealogical lineages” (Avise 2000, 3). This discipline takes the visual form of cartographical 
representations that map a phylogeny into a territory, with the aid of temporal data to 
approximate locations. An example of these studies can be observed with the spread of the 
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within distinct, well-supported clades. We also observed a clade con-
sisting entirely of genomes from patients who contracted ZIKV in one 
of three Caribbean countries (the Dominican Republic, Jamaica, and 
Haiti) or the continental United States, containing 30 of 32 genomes 
from the Dominican Republic and 19 of 20 from the continental  
United States. We estimated the within-outbreak substitution rate to 
be 1.15 ×  10−3 substitutions per site per year (95% CI (9.78 ×  10−4, 
1.33 ×  10−3)), similar to prior estimates for this outbreak12. This is 
1.3–5 times higher than reported rates for other flaviviruses13, but is 
measured over a short sampling period, and therefore may include a 
higher proportion of mildly deleterious mutations that have not yet 
been removed through purifying selection.

Determining when ZIKV arrived in specific regions helps to eluci-
date the spread of the outbreak and track rising incidence of possible 
complications of ZIKV infection. The majority of the ZIKV genomes 
from our study fall into four major clades from different geographic 
regions, for which we estimated a likely date for ZIKV arrival. In each 
case, the date was months earlier than the first confirmed, locally trans-
mitted case, indicating ongoing local circulation of ZIKV before its 
detection. In Puerto Rico, the estimated date was 4.5 months earlier  
than the first confirmed local case14; it was 8 months earlier in 
Honduras15, 5.5 months earlier in Colombia16, and 9 months earlier 
for the Caribbean–continental US clade17. In each case, the arrival date 
represents the estimated time to the most recent common ancestor 
(tMRCA) for the corresponding clade in our phylogeny (Fig. 2c; see 
Extended Data Fig. 3 and Extended Data Table 2 for details). Similar 

temporal gaps between the tMRCA of local transmission chains and the 
earliest detected cases were seen when chikungunya virus emerged in 
the Americas18. We also observed evidence for several introductions of 
ZIKV into the continental United States, and found that sequences from 
mosquito and human samples collected in Florida cluster together, con-
sistent with the finding of local ZIKV transmission in Florida in ref. 11.

Principal component analysis (PCA) is consistent with the phylo-
genetic observations (Fig. 2d). It shows tight clustering among ZIKV 
genomes from the continental United States, the Dominican Republic, 
and Jamaica. ZIKV genomes from Brazil and Colombia are similar 
and distinct from genomes sampled in other countries. ZIKV genomes 
from Honduras form a third cluster that also contains genomes from 
Guatemala or El Salvador. The PCA results show no clear stratification 
of ZIKV within Brazil.

Genetic variation can provide important insights into ZIKV biology 
and pathogenesis and can reveal potentially functional changes in the 
virus. We observed 1,030 mutations in the complete dataset, and they 
were well distributed across the genome (Fig. 3a). Any effect of these 
mutations cannot be determined from these data; however, the most 
likely candidates for functional mutations would be among the 202 
nonsynonymous mutations (Supplementary Table 2) and the 32 muta-
tions in the 5′  and 3′  untranslated regions (UTRs). Adaptive mutations 
are more likely to be found at high frequency or to be seen multiple 
times, although both effects can also occur by chance. We observed 
five positions with nonsynonymous mutations at more than 5% minor 
allele frequency that occurred on two or more branches of the tree  
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Figure 2 | Zika virus spread throughout the Americas. a, Samples were 
collected in each of the coloured countries or territories. Specific state, 
department, or province of origin for samples in this study is highlighted  
if known. b, Maximum clade credibility tree. Dotted tips, genomes 
generated in this study. Node labels are posterior probabilities indicating 
support for the node. Violin plots denote probability distributions for  
the tMRCA of four highlighted clades. c, Time elapsed between estimated 

tMRCA and date of first confirmed, locally transmitted case. Colour, 
distributions based on relaxed clock model (also shown in b); grey,  
strict clock. Caribbean clade includes the continental United States.  
d, Principal component analysis of variants. Circles, data generated in this 
study; diamonds, other publicly available genomes from this outbreak. 
Percentage of variance explained by each component is indicated on axis.

© 2017 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.

Figure 2.3
Types of phylogenetic 
representations: a: diagonal, b: 
rectangular, c: curved, d: radial, e: 
circular. Not shown: hierarchical 
(similar to b, except tips point down).

Figure 2.4
Detail of a time calibrated phylogeny 
with violin plots overlaid to show 
the probability density of the node 
branching out at that specific point 
in time.
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West Nile Virus (WNV) across the Americas (Figure 2.7). The final visualizations obtained from 
the data can be interpreted as a sequence of images that show how an emerging epidemic is 
spread across a territory, while undergoing evolutionary changes. 

2.1.3 Metadata for phylogenies

Even though phylogenetic visualizations can describe evolutionary aspects of a pathogen, 
they cannot tell the entire story of an epidemic. This is why the use of metadata has to be 
incorporated in order to enable more complex research. The combination of clinical data 
with phylogenies is one of the cornerstones of this study, and therefore this section deserves 
special attention. As previously mentioned, tools such as PhyD3 allow the creation of “data 
columns” next to a rectangular phylogeny that display metadata, and it is also possible to 
encode some metadata on the tips of the tree by overlaying a pie chart. Since every tip can be 
linked to a patient from an outbreak, associated data of that patient, (from now on referred to 
as “clinical data”), can also be displayed. These data can be of categorical nature such as the 
outcome (e.g. died or survived), or presented symptoms (e.g. fever, headache, cough), as well 
as numerical; for instance the white blood cell count or the number of viral copies detected in 
the obtained sample, (also known as “viral load”).

Using a rectangular phylogeny with metadata on its side is a viable approach if the researcher 
is interested in exploring the data in detail, because every tip is effectively rendered as a “row” 
and every metadata variable as a “column”, embedding the mental model of a coordinate 
system. However, this approach becomes less effective if the phylogeny is too large (i.e. there 
are too many branches and tips), or if the data is clustered. To solve the former problem, a 
circular tree could be more useful (Asnicar et al. 2015), with the creation of concentric “rings” 
that can display the metadata, (e.g. the length of a genome represented as a bar chart, figure 
2.8). However, this view, without the mediation of filtering or zooming controls, can only 
provide high level insights. For instance, in the previously referenced image, the observer can 
infer that some families of bacteria have much larger genomes than others by looking at the 
outermost ring.

A special case of categorical data is the Boolean data (i.e. true/ false), and it is commonly used 
to denote the presence of a Single Nucleotide Polymorphism (SNP), pronounced “snips”. A 
SNP is a “difference in a single DNA building block, called a nucleotide” (NIH 2017), or simply 
put, a genetic variation in the genome of the virus which sometime has implications in the 
outcome of the patient. A special section will be dedicated to the representation of genetic 
data, including SNPs, but for now it suffices to say that visually coding tree branches with the 
presence or absence of a SNP is currently one of the most promising activities in the field.
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Figure. This “density map” 
aggregates the results of 
stochastic mapping 
without throwing away 
the evolutionary changes 
taking place along the 
edges of the tree. 
 
 
 

Figure. Square phylogram 
showing a stochastic 
character map of 
biting/suction feeding on the 
tree of elopomorph eels 
(Collar, Revell, et al. In 
review). 
 

Figure 2.5
a: continous character mapping. b: 
stochastic character mapping

Figure 2.6
Use of a triangle to show tip 
clustering. This tree is equivalent to 
the tree in figure 2.3
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(Fig. 3b); two of these (at positions 4,287 and 8,991) occurred together 
and might represent incorrect placement of a Brazil branch in the tree. 
The remaining three are more likely to represent multiple nonsynon-
ymous mutations; one (at 9,240) appears to involve nonsyno nymous 
mutations to two different alleles.

To assess the possible biological significance of these mutations, we 
looked for evidence of selection in the ZIKV genome. Viral surface 
glycoproteins are known targets of positive selection, and mutations in 
these proteins can confer adaptation to new vectors19 or aid immune 
escape20,21. We therefore searched for an excess of nonsynonymous 
mutations in the ZIKV envelope glycoprotein (E). However, the non-
synonymous substitution rate in E proved to be similar to that in the rest 
of the coding region (Fig. 3c, left); moreover, amino acid changes were 
significantly more conservative in that region than elsewhere (Fig. 3c,  
middle and right). Any diversifying selection occurring in the surface 
protein thus appears to be operating under selective constraint. We also 
found evidence for purifying selection in the ZIKV 3′  UTR (Fig. 3d,  
Supplementary Table 3), which is important for viral replication22.

While the transition-to-transversion ratio (6.98) was within the 
range seen in other viruses23, we observed a considerably higher  
frequency of C-to-T and T-to-C substitutions than other transitions 
(Fig. 3d, Extended Data Fig. 4, Supplementary Table 3). This enrich-
ment was apparent both in the genome as a whole and at fourfold 
degenerate sites, where selection pressure is minimal. Many processes 
could contribute to this conspicuous mutation pattern, including muta-
tional bias of the ZIKV RNA-dependent RNA polymerase, host RNA 
editing enzymes (for example, APOBECs, ADARs) acting upon viral 
RNA, and chemical deamination, but further investigation is required 
to determine the cause of this phenomenon.

Mismatches between PCR assays and viral sequence are a potential 
source of poor diagnostic performance in this outbreak24. To assess the 
potential influence of ongoing viral evolution on diagnostic function, 

we compared eight published qRT–PCR-based primer/probe sets to our 
data. We found numerous sites at which the probe or primer did not 
match an allele found among the 174 ZIKV genomes from the current 
dataset (Fig. 3e). In most cases, the discordant allele was shared by 
all outbreak samples, presumably because it was present in the Asian 
lineage that entered the Americas. These mismatches could affect all 
uses of the diagnostic assay in the outbreak. We also found mismatches 
from new mutations that occurred after ZIKV entry into the Americas. 
Most of these were present in less than 10% of samples, although one 
was seen in 29%. These observations suggest that genome evolution has 
not caused widespread degradation of diagnostic performance during 
the course of the outbreak, but that mutations continue to accumulate 
and ongoing monitoring is needed.

Analysis of within-host viral genetic diversity can reveal impor-
tant information for understanding virus–host interactions and viral 
 transmission. However, accurately identifying these variants in low- titre 
clinical samples is challenging, and further complicated by potential 
artefacts associated with enrichment before sequencing. To investigate 
whether we could reliably detect within-host ZIKV  variants in our data, 
we identified within-host variants in a cultured ZIKV isolate used as a 
positive control throughout our study, and found that both amplicon 
sequencing and hybrid capture data produced concordant and repli-
cable variant calls (Fig. 1d). In clinical and mosquito samples, hybrid 
 capture  within-host variants were noisier but contained a  reliable  subset: 
although most variants were not validated by the other sequencing 
method or by a technical replicate, those at high frequency were always 
replicable, as were those that passed a previously described filter25  
(Fig. 1e, f, Extended Data Table 3). Within this high confidence set we 
looked for variants that were shared between samples as a clue to trans-
mission patterns, but there were too few variants to draw any meaning-
ful conclusions. By contrast, within-host variants identified in amplicon 
sequencing data were unreliable at all frequencies (Fig. 1f, Extended 

Figure 3 | Geographic and genomic distribution of Zika virus variation. 
a, Location of variants in the ZIKV genome. The minor allele frequency  
is the proportion of the 174 genomes from this outbreak that share a  
variant. Dotted bars, < 25% of samples had a base call at that position.  
b, Phylogenetic distribution of nonsynonymous variants with minor allele 
frequency > 5%, shown on the branch where the mutation is most likely 
to have occurred. Grey outline, variant might be on next-most ancestral 
branch (in two cases, two branches upstream), but exact location is unclear 
because of missing data. Red circles, variants occurring at more than one 
location in the tree. c, Conservation of the ZIKV envelope (E) region. 
Left, nonsynonymous variants per amino acid for the E region (dark 

grey) and the rest of the coding region (light grey). Middle, proportion of 
nonsynonymous variants resulting in negative BLOSUM62 scores, which 
indicate unlikely or extreme substitutions (P <  0.039, χ 2 test). Right, average 
of BLOSUM62 scores for nonsynonymous variants (P <  0.037, two-sample 
t-test). d, Constraint in the ZIKV 3′  UTR and observed transition rates over 
the ZIKV genome. e, ZIKV diversity in diagnostic primer and probe regions. 
Top, locations of published probes (dark blue) and primers (cyan)26–31 on 
the ZIKV genome. Bottom, each column represents a nucleotide position 
in the probe or primer. Colours in the column indicate the fraction of ZIKV 
genomes (out of 174) that matched the probe/primer sequence (grey), 
differed from it (red), or had no data for that position (white).
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Figure 2.7
West Nile Virus phylogeny mapped 
into the american territory 

Figure 2.8
A radial phylogeny with concentric 
circles to display metadata

The SCSK lineages from northern and western territories are
younger and less divergent than in Texas. In fact, the GP
lineage from vast territories of northern Oklahoma, Kansas,

western Colorado and Nebraska is genetically very
homogenous. We hypothesize that skunks in rural areas of
Great Plains have larger home ranges and greater mobility, so

Figure 2.  The reconstructed spatiotemporal diffusion of SCSK at different time points from 1860 to 2013.  Black lines show
a spatial projection of a representative phylogeny, with each node being mapped to its known (external node) or estimated (internal
node) location. In each panel colored clouds (cumulative, in different colors for each state) represent statistical uncertainty in the
estimated locations of the SCSK lineages (95% HPD regions). In the last panel (2013), white circles indicate isolate sampling
locations.
doi: 10.1371/journal.pone.0082348.g002

Natural History of South-Central Skunk Rabies

PLOS ONE | www.plosone.org 7 December 2013 | Volume 8 | Issue 12 | e82348

Figure 2 A large, 3,737 genome phylogeny annotated with functional genomic properties. We used the phylogenetic tree built using PhyloPhlAn
(Segata et al., 2013) on all available microbial genomes as of 2013 and annotated the presence of ATP synthesis and Fatty Acid metabolism functional
modules (as annotated in KEGG) and the genome length for all genomes. Colors and background annotation highlight bacterial phyla, and the
functional information is reported in external rings. ATP synthesis rings visualize the presence (or absence) of each module, while Fatty Acid
metabolism capability is represented with a gradient color. Data used in this image are available as indicated in the “Datasets used” paragraph,
under “Materials and Methods” section.

Asnicar et al. (2015), PeerJ, DOI 10.7717/peerj.1029 6/17
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There are established ways to represent these data that stem from the seminal work produced 
by Jacques Bertin in 1967, “Semiology of Graphics” (2011, 41-97), and the theories of perceptual 
tasks (Cleveland and McGill 1984; Mackinlay 1986).

The following table summarizes an array of possible metadata that can be displayed with 
phylogenies, along with possible encodings and examples.

Data Encodings Examples

Binary Texture, hue Outcome: died, survived
Presented a symptom
SNPs present

Categorical Texture, hue Symptoms, age group

Continuous Position, Density, color 
saturation

Viral copies
Blood profile counts

Temporal Position, hue Date of infection

Genetic Position, length Genetic divergence

Table 2.1: Metadata and possibilities of visual encoding
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2.2 Non-phylogenic representations of genomic data

Genomic data is encoded as a sequence of four letters which represent the building blocks 
of DNA and RNA. These building blocks are called: adenine (A), cytosine (C), guanine (G), 
thymine (T), and uracil (U); thymine occurs only in DNA and uracil only in RNA. However, 
the differences between DNA and RNA, as well as other biochemical caveats about these 
compounds will not be discussed in this thesis. It suffices to know that the possible 
combinations of these four “building blocks” are diverse enough to describe the genetic 
makeup of all biological organisms on this planet (Figure 2.9).

To represent this data, a format known as FASTA was created in 1985 (Pearson and Lipman 
1988). In this text file format, every one of the nucleotides is represented using one of the 
aforementioned letters, along with a dash or the letter N to denote an unknown or missing 
nucleotide (Zhang n.d.), such as in this example:

The first line of any FASTA file always has a description and can be easily recognized by the 
greater than (>) sign as a first character. These sequences are incidentally used to construct 
phylogenetic trees, using a variety of computational algorithms such as Maximum Likelihood.
It is useful to represent FASTA data in a matrix–like configuration, where every row as one 
sequence and every column representing one nucleotide. These representations are known as 
“alignment views”. Alignment views permit to visually differentiate similarities and disparities 
among samples by color-coding each nucleotide. When similar sequences are aligned, for 
instance, sequences from different members of the same species, it’s easy to visually identify 
variances. Software packages such as Multiple Sequence Alignment Viewer (Yachdav et al. 
2016) provide a web-based interface to depict aligned views (figure 2.10). These variances 
shown on an otherwise homogenous view are commonly referred to as mutations. Mutations 
are “permanent alteration in the DNA sequence […], such that the sequence differs from 
what is found in most people”. This definition can be extended to other non-human species, 
as well as any other organism, including viruses. The most common group of mutations are 
the aforementioned SNPs. SNPs represent differences in a single nucleotide, as opposed to 
other mutations that affect larger areas. While alignment viewers permit to see inconsistencies 
among similar samples, there have been recent efforts to design better data visualizations 

Figure 2.9
A single strand of DNA showing six 
nucleotides.

>MuV-001|USA:Massachusetts|24-Feb-2016

NNNNNTCAGCAGTCAAAGTCTTCGTTATTAACACACCCAATCCCACCACACGCTACCAGATGCTAAACTTTTGCCTAAG

AATAATTTGCAGTCAAAATGCTAGGGNNNNNNNNNNNNATCTTACTGCCAATGAAATTGCTGCCTATGCTTTGCTTGCA

GATGACCTCCCTCCAACCATAAATAATGGAACTCC
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specifically for mutation data, including SNPs. A tool called VizGVar (Solano-Román et al. 2017) 
displays the genomic sequence horizontally, with every nucleotide being represented by a 
rectangle of variable width. At the bottom of the graphic, the different types of SNPs have 
been encoded using a categorical color scale, and curved lines connect a type of SNP with a 
nucleotide at its precise position.

While there are many other ways to represent genomic data, most of the visualizations 
of these sequences are very specific to certain domains, such as cancer research or 
immunotherapy. However, aligned views and mutation visualizations are the only types that will 
be pertinent to this thesis, as the focus is on the study of viral genetic data.

Figure 2.10
Example of an aligned view where 
every row is a sequence and the 
color is used to indicate diversity
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Figure 2.11 (left)
Map of the 1854 London Cholera 
outbreak by Dr. John Snow (Johnson 
2007)

2.3 Spatio-temporal visualizations

Spatial and spatio-temporal visualizations are often used to describe the geographical 
distribution of a disease on a territory. These visualizations comprise the most traditional 
approach to the practice, because they can be traced back to the notable mapping of the 1854 
London Cholera outbreak popularized by Dr. John Snow (Johnson 2007). In these maps, the 
author used a species of histogram or bar notation where the height indicated the number of 
people who have died in a determined household (Figure 2.11). This visualization later allowed 
to explain how a lot of the deaths “clustered” around sources of water. In the present time, 
where means of disease transmission are much better understood than during the industrial 
period of England, new layers of data such as temperature, rain or terrain data that can help 
researchers situate an outbreak within a specific environment. It is of course, possible to add 
a temporal dimension to these maps which enables to see, for instance, the effect of seasons 
on the prevalence of a pathogen, or the progression of an outbreak across time and across 
regions.

The simplest way to represent cases on a map is by using dots that correspond to individual 
cases, but this is only possible if the granularity of data is appropriate. In many cases the 
exact location of a case is unknown because of data ownership, privacy or accuracy reasons. 
An additional problem with dot representations of cases, is that they usually do not take 
into account the population density of the area (for instance, Snow did not account for the 
number of people living in a household, he only marked those who died), which is a metric 
with limited usefulness in terms of planning and risk analysis. For these reasons it is more 
common to see alternative representations such as choropleth maps, which can be defined as 
“a thematic map in which areas are distinctly colored or shaded to represent classed values 
of a particular phenomenon.” (ESRI n.d.), or geographical heat maps, which unlike choropleth 
maps display a continuous color gradient across a territory, instead of being segmented in 
arbitrary subcategories.

Choropleth maps are not the perfect solution either, as the drawn boundaries are usually 
political and arbitrary, and do not explicitly account for the topology of a territory such as 
mountains, rivers and roads, all of which affect the dynamics of contagion during an outbreak. 
Nevertheless, these visualizations can be very effective at describing certain aspects of an 
outbreak: in this example from the 2013–2016 West African Ebola epidemic (Dudas et al. 2017) 
the authors use a choropleth map to show the rate of expected introductions of new cases 
to a political division by using a color scale (figure 2.12). While the use of non-monochromatic 
color scales is not recommended for ordinal values because they can be confused for 
categorical values (Cleveland and McGill 1984), this example is still valuable as a referent for 
choropleth maps of outbreak data.

The use of additional layers of data, as previously mentioned, is aimed at enriching the context 
of an outbreak, and possibly explaining why an outbreak had happened; for instance, rainfall 
(humidity and bodies of water) can be a predictor of a spike in a mosquito population that 
carries a virus. A noteworthy example is the visualization of a rabies outbreak in Northern 
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Africa (figure 2.13), (Talbi et al. 2010), in which not only where the locations of samples 
depicted on the map, but an additional layer of road networks is also displayed. On top of this 
layer, a heat map represents the estimated travel time to a nearest city. These layers, (cases, 
roads, and travel distance), are combined to allow researchers to think of and test diverse 
hypotheses, and to make more sophisticated inferences from the data.

Figure 2.12
a: choropleth map of expected 
introductions across countries. 
b: similar map depicting median 
expected cases in each country
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0.85 events per lineage per year (95% CI, 0.72–0.97). Assuming a serial 
interval of 15.3 days33, this rate translates to a 3.6% chance (95% CI, 
3.0–4.1%) that over the course of a single infection, the transmission 
chain moved between regions. Given the key role that virus dispersal 
played in sustaining the epidemic, the detection and isolation of these 
relatively low proportions of mobile cases may have a disproportionate 
effect on the control of an EVD epidemic.

From our spatial phylogenetic model we conclude that many regions 
experienced numerous independent EBOV introductions (Fig. 3b). 
However, these introductions gave rise to clusters of cases that were 
generally small (a mean cluster size of 4.3 and only 5% larger than 17 in 
our sample; Fig. 3c) and of limited duration (a mean persistence time of 
41.3 days with only 5% greater than 181 days; Fig. 3d). Here, we define 
a cluster as a group of sequenced cases in a region that derive from a 
single introduction event and define persistence as the time between 
the introduction event and the last sampled case in the cluster. These 
definitions are conservative regarding sampling intensity, as we expect 
additional samples would have split clusters apart rather than join them. 
Furthermore, introductions that were not detected will be dispropor-
tionately smaller, and so the cluster size estimate will be biased upwards. 
Segregating these observations by country (Extended Data Fig. 8 (left)) 
shows that districts of Sierra Leone had more introductions and that 
Guinea generally had smaller clusters, but that persistence was similar 
between the three countries. A comparison between introductions that 
occurred before October 2014 and those that occurred after this date 
shows that the number of introductions per location was comparable, 
whereas those that occurred early generally resulted in larger and more 
persistent clusters (Extended Data Fig. 8 (right)).

Therefore, with 5.8% sampling, we arrive at a conservative estimate 
of approximately 75 regional cases per introduction event. Although 
larger population centres, in particular capital cities, generally expe-
rienced more introductions (Extended Data Fig. 9a), the cluster sizes 
are less strongly associated with population size (Extended Data  
Fig. 9b), further highlighting the role of virus movement into urban 
areas as major factor for the high caseloads in large population centres. 
Frequent cluster extinction, despite a small fraction of individuals being 
infected, suggests that individual outbreaks were constrained by the 
degree of connectedness among contact networks. Thus, it appears that 
the West African EVD epidemic was sustained by frequent introduc-
tions that resulted in numerous small local clusters of cases, some of 
which went on to further seed clusters in other locations.

Viral genomics as a tool for outbreak response
The 2013–2016 EVD epidemic in West Africa has unfortunately 
become a costly lesson in addressing an infectious disease outbreak 
in the absence of preparedness of both the exposed population and 
the international community. Our work demonstrates the value of 
pathogen genome sequencing in a public healthcare emergency and 

the value of timely pre-publication data sharing to identify the origins 
of imported disease case clusters, to track pathogen transmission as 
the epidemic progresses, and to follow up on individual cases as the 
epidemic subsides.

It is inevitable that as sequencing costs decrease, accuracy increases 
and sequencing instruments become more portable, real-time viral 
surveillance and molecular epidemiology will be routinely deployed 
on the front lines of infectious disease outbreaks10,14,16,34–36. Although 
we have shown here that the broad pattern of EBOV spatial movement 
was discernible from virus genomes derived from samples collected up 
until October 2014 only, there was a notable hiatus in sequencing at 
this time35 and the genomes in the present dataset from that time were 
sequenced retrospectively from archived material. The West African 
EVD epidemic has demonstrated that a steady sequencing pace34–36, 
local sequencing capacity10,14,16 and rapid dissemination of data7 are 
key requirements in generating actionable sequence data from an 
infectious disease outbreak. However, as viral genome sequencing is 
scaled up and approaches the timescale of viral evolution, the analysis 
techniques will increasingly represent the bottleneck for timely com-
munication of information for an outbreak response.

The analysis of the comprehensive EBOV genome set that was col-
lected during the 2013–2016 EVD epidemic, including the findings pre-
sented here and in other studies7,9,13–17,37,38, provides a framework for 
predicting the behaviour of future disease outbreaks caused by EBOV, 
other filoviruses and perhaps other human pathogens. However, many 
questions remain about the biology of EBOV. As sustained human-to-
human transmission waned, West Africa experienced several instances 
of recrudescent transmission, often in regions that had not seen cases 
for many months as a result of persistent sub-clinical infections11,12,39. 
Although, in hindsight, such sequelae were not entirely unexpected40, 
the magnitude of the 2013–2016 epidemic has put the region at ongo-
ing risk of sporadic EVD re-emergence. Similarly, the nature of the 
reservoir of EBOV, and its geographic distribution, remain as funda-
mental gaps in our knowledge. Resolving these questions is critical to 
predicting the risk of zoonotic transmission and therefore of future 
EVD outbreaks.

Online Content Methods, along with any additional Extended Data display items and 
Source Data, are available in the online version of the paper; references unique to 
these sections appear only in the online paper.
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a b Figure 4 | Predicted destinations and 
consequences of viral dispersal. a, Predicted 
number of EBOV imports into each of the 
63 regions in Guinea, Sierra Leone and 
Liberia (including 7 without recorded cases 
in Guinea) and the surrounding 18 regions 
of the neighbouring countries of Guinea-
Bissau, Senegal, Mali and Côte d’Ivoire. The 
expected number of EBOV exports from 
locations in the phylogeographic tree and 
imports to any location were calculated on 
the basis of the phylogeographic GLM model 
estimates and associated predictors that were 
extended to apparently EVD-free locations (see 
Supplementary Methods). b, Predicted EVD 
cluster sizes from the Bayesian GLM fitted to 
case data.

© 2017 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.

Figure 2.13
Heatmap of a rabies outbreak 
with an overlay of roads. The 
color indicates estimated time 
travel between towns.

The rates of viral gene flow we estimate among the sampled

isolates from Algeria and Morocco contrast with those of spatial

RABV movement in an African dog population that should

experience very limited human-mediated dissemination of rabid

dogs [21]. In this case, the spatial dispersal of single RABV

infections was estimated to be predominantly less than 2 km (and

always smaller than 20 km). Considering that the average

incubation period of RABV is between 22 to 29 days

[20,21,22,23,24], it is clear that such long distances as those

recorded in our study could only be achieved with at least some

human intervention. To investigate more formally how the RABV

distribution we observe in Algeria and Morocco contrasts with the

patterns of spread we would expect from transmission dynamics in

African dogs alone (i.e. without human intervention), we simulated

Figure 2. Road network, accessibility and sampling locations of RABV samples. The road network and the accessibility are shown in panels
A and B, respectively The border between the countries is indicated by dark lines. Specific locations were unavailable for Tunisian samples. The color
gradient indicates the estimated travel time to the nearest city of population greater than 50,000 people, with yellow at one extreme indicating low
travel times (,30 min) and red at the other extreme indicating long travel times (.10 days). The data are available for download from http://gem.jrc.
ec.europa.eu/.
doi:10.1371/journal.ppat.1001166.g002

Dispersal of Dog Rabies Virus

PLoS Pathogens | www.plospathogens.org 4 October 2010 | Volume 6 | Issue 10 | e1001166
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2.4 Web-based visualizations of genomic and clinical data

The use of web-based visualization tools for the exploration of epidemiological and genomic 
variables has experienced a great increase in recent years (Carroll et al. 2014). This is partly due 
to the rising popularity of web technologies, especially JavaScript and the Node.js application 
development ecosystem, and the trend to migrate applications from local computers into 
cloud-based, online services. Some of the advantages of using web-based applications and 
services is that the distribution of the technology is much more convenient, as they usually 
only require a computer running any current web browser, removing the need to install 
software and to create different executable files for each operative system. Additionally, newer 
technologies are starting to match the performance of locally installed applications, by using 
the power of the GPU (Graphics Processing Unit) through the WebGL API (Shepherd 2017), 
server side rendering, and cloud-based processing.

One of the most relevant examples in this section is MicroReact (Argimón et al. 2016), a web-
based exploration tool for genomic epidemiology. MicroReact functions as a free “Software 
as a Service” where users upload data that is processed and then outputted in the form of 
a series of visualizations. The service accepts two data files: one describing a phylogeny and 
an optional one with metadata. The former must always be a Newick file (Heckendorn n.d.), 
which is a generic text format used to describe hierarchies; the latter is a CSV file with a 
specific structure.  Once the data has been loaded, the service will render an exploration tool 
with a phylogeny, a map if location data was provided, and a timeline if temporal data was 
provided. (figure 2.14).

MicroReact has been used to conduct a series of studies that have concluded in important 
publications regarding outbreaks of Ebola (Dudas et al. 2017), Salmonella (Wong et al. 2015), 
and Zika (Faria et al. 2016) thus validating the potential of using web based visualizations as 
part of the research workflow. One of the disadvantages of MicroReact is that currently it does 
not have an interface to connect to external databases, which forces researchers to upload 
data to unknown servers. This is currently a limitation that may prevent several people from 
using the service, as data privacy and ownership is a sensitive subject. Therefore, an area for 
improvement in this field is the creation of packages that can be deployed in private servers, 
or the establishment of infrastructures that allow to easily connect to external databases.

A second exemplary tool that runs on the browser is called NextStrain (Neher et al. 2017). This 
service attempts to track worldwide viral evolution in real time. It is focused on surveillance 
rather than on being used as part of a research workflow; therefore, while the service does 
not allow users to upload their own data, it provides a visualization dashboard for Dengue, 
Zika, Ebola, and Seasonal Influenza, among others. The interface is composed of a phylogeny, 
a frequency line chart showing a historical prevalence of different strains and subtypes of 
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Figure 2.15
NextStrain layout showing data for 
the Seasonal Influenza. Note the 
options panel on the left.

Figure 2.14
Layout of Microreact with the West 
African Ebola epidemic (2013-2016).
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a virus, and a variation bar chart showing the genetic diversity of the virus across its entire 
genome (figure 2.15). The visualization of data in near real time allows public health officials 
and researchers to make strategic decisions, for instance, about which types of Influenza 
vaccines should be enforced every year depending on the most prevalent strains. These types 
of uses of the tool demonstrate how an adequate visualization of genomic data can have direct 
applications for disease prevention. A noteworthy feature of NextStrain is that for every data 
point, the user can also access statistical data that can help validate the significance of a visual 
feature. For instance, when looking at the genetic variance, if the user hovers over one bars in 
the chart, they can get more information on a tooltip, including a value for entropy (Shannon 
1998), which in this case is a numerical indicator of genetic variability. This seemingly small 
detail actually demonstrates an important consideration of the design of the tool: what visually 
looks like a relationship or a difference is not always statistically relevant, and therefore having 
numerical values that suggest relevancy optimizes the workflow and use of the system.

While these two examples diverge in the manner they are used, and in their potential 
applications, they share an important commonality: they both benefit from the use of 
interactive coordinated views which permit to establish visual relationships between two 
or more separate charts, by highlighting or isolating a subset of data of special interest. For 
example, in MicroReact changing the timeline range will not only update the timeline graphic, 
but it will also work as a filter that limits the amount of points that are displayed on a map, as 
well as the tips on the phylogeny. Coordinated views have been the subject of controversy for 
several decades (Roberts 2007), with different authors concluding it is a “solved problem” 
while others continue to do research on the challenges of interacting with these special 
interfaces; these challenges are both in terms of human-computer interaction and in term of 
system requirements (Wang Baldonado, Woodruff, and Kuchinsky 2000). The former include 
the time and effort to learn a new system, the load on the working memory of the user, the 
effort exerted for comparison, and the effort required to switch contexts. Conversely, system 
requirements involve computational requirements for views rendering and display space for 
the additional views.

Because moving from non-coordinated to coordinated views implies taking into account all 
these considerations, it is important to properly justify this effort. Wang Baldonado et al. 
established four design rules to evaluate if coordinated views are appropriate for a system:

1. Rule of diversity 
“Use multiple views when there is a diversity of attributes, models, […] abstraction, 
or genres”.

2. Rule of complementarity 
“Use multiple views when different views bring out correlations and/or disparities”.

3. Rule of decomposition 
“Partition complex data into multiple views to create manageable chunks and to 
provide insight into the interaction among different dimensions”.
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4. Rule of parsimony 
“Use multiple views minimally. […] Multiple views incur the cost of context 
switching”.

When evaluating the web-based examples of the last section against the four rules of diversity, 
complementarity, decomposition, and parsimony it is clear that coordinated views are an 
appropriate design solution. In the case of this thesis, because the main goal of the tool is to 
establish relationships between data that describe different aspects of the same phenomena, 
it is very likely that coordinated views will also be an adequate approach to solving the design 
problem.
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3 Methodology

Little is known, however, about the actual flow of reasoning and behaviors (sense 
making) that scientists enact in this analysis, end-to-end. Understanding this 
flow is important because if bioinformatics tools are to be truly useful they must 
support it.

– Mirel and Görg, 2014

In order to design visualizations that support scientific activities of visual analytics, 
the work of this thesis proposes that it is fundamental to perform three discrete 
activities: (1) recognize and identify the actions and steps that drive scientific 
discovery in general, and in the specific context and domain of this thesis, (2) 
understand and bear in mind the specific needs of visualization tools for scientists, 
especially in terms of perception, cognition, usability, clarity and interoperability with 
other tools and established workflows, and (3) establish or follow an existing process 
for the creation of visualizations that rely heavily on Human Computer Interaction (HCI).
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3.1 Introduction

As mentioned in the introduction of this proposal, there is an increased need in developing 
tools for the joint analysis of genomic and clinical data. By conducting these analyses it is 
possible to predict clinical outcomes based solely on the viral subtype that has infected a 
patient (Hartfield et al. 2014) or similarly, to establish that specific lineages of a virus can have 
different case fatality rates and different rates of infection (Li et al. 2017). Additionally, some 
practical applications can also be derived, such as the design of more accurate diagnostic kits, 
or the creation of more specialized treatments. At the same time, even though more tools 
are being developed for these purposes and the technologies are steadily migrating to the 
web, some authors who have conducted systematic reviews of visualizations for infectious 
diseases have pointed out a series of prevalent problems in existing tools (Carroll et al. 2014). 
These problems can be related to cognition and perception, most notably a poor management 
of cognitive overload, and misleading the user due to misinterpretation of the graphics; 
additionally, users also mentioned that many tools were not intuitive to operate or that the 
effort to learn how to use a tool was not worth the perceived value expected in return. The 
authors also point out issues regarding technical aspects, especially a poor interoperability 
of the tool with other systems that the researchers already use, which might be due to a lack 
of understanding of the entire workflow. Finally, there is also a credibility component that is 
important to consider when designing these visualizations: the authors discuss that users are 
especially interested in knowing who built the visualizations, their credentials, and expertise, 
and want a detailed description of the algorithms used to transform the data; after all, no less 
should be expected from a field where accuracy and validation are commonplace.

Based on this context and the aforementioned opportunities for improvement, the work 
described in this thesis aims to:

1. Design a data visualization tool that supports the research activities of analyzing 
clinical data against genomic data from past outbreaks.

2. Propose a new model that considers both the activities of biomedical researchers 
and visualization specialists, for the design of visualization tools in scientific fields.

In order to accomplish these two objectives, the thesis will draw from previous models and 
methodologies to establish three fundamental aspects: (1) map scientific sense-making into 
concrete tasks that researchers need to accomplish, (2) identify the specific visualization 
needs for the field of clinical and genomic viral analysis and (3) follow a design process that is 
appropriate for the design of highly interactive digital products. The following sections discuss 
these three aspects in detail, and offer a holistic view of the problem, drawing from the fields 
of ethnography, human computer interaction, systems thinking and design theory. Additionally, 
this work will be conducted with the support of domain expects from the Department of 
Organismic and Evolutionary Biology of Harvard University and the Sabeti Laboratory of the 
Broad Institute of MIT and Harvard, who are currently studying clinical and genomic data from 
recent outbreaks, including Mumps and Lassa viruses. This collaboration will be fundamental 
for the discussion, improvement and validation of both of the objectives that were just stated.
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3.2 Thinking like a scientist

Although common in other fields, recognizing and identifying the actions and steps that 
drive discovery through visual analytics is an unexplored problem in the biomedical sciences 
(Mirel et al. 2011). Before establishing how to achieve this goal, it is important to explain why 
understanding how scientist think is important; in other words, why sense-making is relevant 
when designing visual analytics tools. Models for sense-making capture non-linear processes 
for representations of data that can answer task-specific questions. There are several ways to 
model sense-making, although for the scope of this thesis the Cognitive Task Analysis model 
(Pirolli and Card 2005) will be used, as Mirel et al. have successfully implemented it in the 
biomedical sciences, and it is ideal for mapping non-linear tasks where the research question 
or goal is not necessarily known in advance.

Describing the process of thinking through cognitive task analysis was first suggested by Pirolli 
and Card as a way to provide structure to the field of intelligence analysis. The authors claim 
that empirical evidence can characterize this process: in concrete terms by asking users –in 
this case, biomedical researchers– to describe how they spend their time and what activities 
they conduct, and to “think aloud” about their thought processes, it is possible create a 
sense-making model tailored to their domain, and to the tasks they need to accomplish. 
Pirolli and Card also coined the term expert schema, which is “a set of patterns around the 
important elements of their tasks”. The premise is that expert performance is derived from 
these schemas rather than on personal preferences or talent. Looking at it from a different 
perspective, these patterns can establish the way most users of a specific domain conduct 
tasks, and therefore can be used as mental models for the design of an expert system. In this 
particular case, said expert system is a set of coordinated visualizations for the exploration 
of hypothesis about relationships between clinical and genomic data. In general, the sense-
making process consists of gathering enough information, and then attempting to represent 
that information in a fashion that helps to analyze it. This representation can be mental, but it 
can also be a drawing, a diagram or a computer-generated visualization, and by manipulating 
this representation, a scientist may be able to extract insights to finally obtain some form of 
knowledge.

Naturally, in the process of creating these schemas, it is impossible for an individual to 
integrate all the available data; a much smaller subset of this data is selected to conform to the 
representations, based on what they consider to be relevant to the task at hand. The authors 
refer to this subset of data as the “shoe box”. The following model (Figure 3.1) represents 
the notional model of sense-making proposed by the authors, going from externa data 
sources to a hypothesis and finally, a presentation of the findings. This is a non-linear process 
characterized by balancing and enforcing loops. The diagram details activities on each step, 
where both effort and structure increase as the process moves towards hypothesis making.

Describing this notional model in detail is not within the scope of this thesis, however, it is 
pertinent to clarify that it is composed of “bottom-up” (from data to theory), and “top-down” 
(from theory to data) processes, which according to research are combined based on the 
situation. What is most important to note is that it is possible to propose tools to aid in these 
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Figure 3.1
Notional model of sensemaking loop for intelligence analysis derived from 
Cognitive Task Analysis (redrawn), (Pirolli and Card 2005)
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processes at any stage, and their usefulness should therefore be described in terms of how 
they would support one of these specific stage or stages. For example, a digital tool could 
aid in the second stage (search and filter) by allowing a researcher to store data sources 
temporarily, and thus reducing the cognitive load on short term memory. The model is then 
not only a way to map sense-making, but can also function as an instrument to evaluate new 
tools, ideas, and methods based on tasks and activities.

This diagram is evidently generic, and therefore should be modified on a case-by-case basis 
depending on the domain and the activities that the experts need to conduct. Mirel et al. (2011) 
extensively adapted the model for a domain of the biomedical and genomic sciences, which 
although is not exactly related to the topic of this thesis, serves as an excellent approximation 
to the problem. This new model (Figure 3.2, next page) is focused on the objectives of the 
analyst, instead of on information artifacts (or stages, as referenced previously). While the 
x-axis on the original model describes “effort”, on the adapted model it is used as a descriptor 
of “complexity”; in a homologous fashion, the y-axis is now used to characterize the complexity 
of the data instead of the increased structuring of the data.

Mirel et al. constructed this new model based on observations and direct interaction with 
one researcher for a period of six months. This empirical approach allowed them to identify 
the different activities involved in research, and to calculate the percentage of time invested 
in each. This methodology of observation and interviews as a research method is practical 
and feasible to implement for this thesis, and will be the preferred course of action. For 
this purpose, two biomedical researchers from the Broad Institute of MIT and Harvard will 
participate in the cognitive task analysis process to establish a sense-making model similar 
to the one coined by Mirel et al. The field of interest for these researchers is viruses, and the 
relationship between different genetic variants, and their effect on clinical indicators such as 
survival rate. Additionally, the authors have gone a step further from Pirolli and Card by also 
creating models for each sense-making step, where they compare the analytical questions 
(“why”), to the data and objects (“what”), and to the software-supported methods (“how”). 
These diagrams are a practical example of the previously discussed idea of using the sense-
making model as an instrument to evaluate possible tools to support the activities of the users. 
An example characterizing the first stage of the adapted sense-making model can be observed 
in Figure 3.3, providing a clear picture at the task level that relates proposed software features 
with specific analytical questions.

This approach of having both a generalized model for sense-making and individual models 
for every task provides general and specific consistency, and helps to cast a cohesive thread 
between tasks. As the authors point out, this approach helps achieving two fundamental 
objectives: (1) to design for the right questions by properly understanding the analytical 
problem, and (2) to provide a holistic view of the entire process, so that tools that are created 
for a specific task can be successfully integrated with the rest of the tasks. Nevertheless, 
an important aspect of this activity is not discussed in depth by Mirel et al.: how to make 
sure that design proposals actually solve the right questions. To this end Meyer and Fisher 
introduced the concept of “operationalization” in visualization, defined as “the process of 
identifying tasks to be performed over the dataset that are a reasonable approximation of 
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Figure 3.3
Task diagram for stage 1: 
“Characterize genes conceptually”, 
where the analytical intentions of 
the researcher are compared against 
the proposed software-supported 
methods and the available data and 
objects. (Mirel et al. 2005).
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Figure 3.2
Adapted model of sense-making for scientific discovery based on cognitive task 
analysis by Mirel et al. 
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the high-level question of interest.” (2018). In simpler terms this is a practical approach to 
translating analytical questions into actionable user tasks, which is the foundation of the entire 
visualization and therefore, a critical activity for the designer.

The authors suggest the use of proxies to operationalize the tasks. Proxies are “partial and 
imperfect representations of the abstract thing that the analyst is really interested in”, and 
according to the theory there are two major kinds:

1. A proxy task, which is a task related to the original task but that is more closely 
related to the data, and oftentimes can be accompanied by a quantitative tool. 

2. A proxy value, which is a data attribute or a data-derived attribute that stands for a 
more abstract concept.

As a practical example, if the high-level question was “which subtypes of a virus are more 
dangerous?”, then the first task to operationalize would be “viral danger”, which is a very 
fuzzy task. Therefore, a good proxy for this task could be based on identifying regions 
of the genome known to be responsible for infecting the cells of a host. This deductive 
process allows designers to hone into concrete tasks that can be represented with data or 
through interaction. Operationalization will naturally be conducted via in person interviews 
and observation sessions where the designer can ask the researcher questions about their 
activities. This final step completes one of the core activities in the design process: defining 
tasks and software-supported methods through sense-making.

3.3 Designing visualizations for interaction and scientific discovery

Once a task has been clearly defined as well as the data, and the software-supported methods, 
it will be necessary to design visualizations that conform to it. These visualizations may be 
composed of multiple views, which will probably also be coordinated, as it is the common case 
for scientific visualizations discussed in section two. It is important to keep in mind that there 
are special considerations concerning the creation of visualizations for science because of the 
astringency practiced by researchers in order to validate, reproduce and ultimately generate 
new knowledge. These considerations can be categorized in three classes: (1) cognition and 
perception, (2) visual and statistical accuracy, and (3) transparency (in the sense of somehow 
describing how data is being transformed from raw numbers into visual artifacts). Additionally, 
in an effort to address the problems mentioned in section 3.1 by (Carroll et al. 2014), some 
theories have been specifically developed to aid in the design of visualizations for scientific 
discovery. Jackson et al. (2012) proposed using the design process as a form of tool evaluation, 
and suggests that increasing the role of visual ideation through sketches and prototypes serves 
as a medium to discuss the ideas of the visual form. The use of these “critique discussion” 
sessions functions as a coincident boundary object (Star and Griesemer 1989) where 
designers, researchers and other experts can discuss the strengths and the shortcomings 
of a proposed visualization using a common ground as a reference (i.e. a given sketch or 
prototype). Additionally, Shneiderman (1998 61-82) in the book “Designing the User Interface” 
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proposes a series of guidelines for organizing the display that are briefly mentioned here:

1. Consistency of data display

2. Efficient information assimilation by the user

3. Minimal memory load on the user

4. Compatibility of data display with data entry

5. Flexibility for user control of data display

These guidelines that were proposed for generic implementations of HCI are especially 
important in the design of interactive visualizations for scientific discovery, as these 
visualizations rely on extensive exploration of the data through user interaction.

Finally, the design process for the visualizations described in this thesis will follow the 
guidelines for “Computational Information Design” proposed by Benjamin Fry (2004). This 
seven-stage process takes on an interdisciplinary approach for the creation of successful 
visualizations that rely heavily on HCI. A diagram of the process is described in Figure 3.4, 
where an example of a typical activity for every stage has been added to provide some notion 
of context. However, it is necessary to point out that these selected examples are reductive, 
and are only meant to show a common activity pertaining to a stage. What is important 
about this process is that it provides a clear guideline for the design of the visualizations, 
with extensive descriptions of sub-processes and possible alternatives from which to choose, 
depending on the needs on the project.

Figure 3.4
Diagram for the process of Computational Information 
Design proposed by Benjamin Fry (2004) accompanied by 
an example of a typical activity conducted at every stage.
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Figure 3.5
Diagram summarizing the interconnection between the 
different proposed methodologies for conducting the thesis.

3.4 Summary

Because the methods used to support this thesis draws from different domains and 
perspectives, a diagram summarizing the general methodology is presented in Figure 4.5 in an 
effort to show how the previously discussed ideas align. In sum, the needs for tasks supported 
by visualizations will be discovered by identifying scientific sense-making through cognitive 
task analysis. This analysis that has been exemplified in scientific settings by Mirel and Görg 
(2014) can be considerably aided by the operationalization approaches proposed by Meyer 
and Fisher (2018). In other words, the visualization tasks will be explicitly described by asking 
the researchers to verbalize their analytical interests and to use proxies in a deductive process, 
and by carefully looking at the data necessary for these analyses. Additionally, a holistic view 
of the research process will be drawn out in the hopes of providing seamless interoperability 
of the tool with already existing tools and workflows. Next, critique sessions between the 
visualization specialist, biomedical researchers and other domain experts will be held using 
sketches and prototypes of the visualizations, with the goal of constantly evaluating if the 
design efforts are aligned in the right direction in terms of usefulness, practicality and realistic 
implementation. Finally, the design of the tool will follow a process based on the guidelines 
from the computational information design theory, where different activities will be executed 
across the aforementioned seven stages.
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4 Preliminary work

This section describes the work that has been conducted during the previous 
months in the direction of the thesis. Some projects are focused on the technical 
aspects of the implementation, others explore alternative visualizations to legacy 
visual representations of genomic data, while finally, others are interested in the 
creation of boundary objects for critique sessions used to conduct cognitive task 
analysis and obtain user feedback.
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Figure 4.1
Two views of the spatio-temporal 
visualization of Ebola cases in Sierra 
Leone.

The top view shows a “zoom-out” 
perspective of the map, with large 
hexagons and all the cases. Hexagons 
closer to red indicate more cases.

The time-series at the bottom 
represents the aggregate cases per 
day, but it also functions as a filter. 
For instance, in the second view the 
cases have been filtered to a shorter 
range of dates. Additionally, in this 
view the zoom is higher and the 
bins have a smaller size in order to 
decrease the uncertainty.
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4.1 Spatio-temporal visualization of Ebola cases in Sierra Leone

The goal of this project was to design an alternative spatio-temporal visualization of outbreak 
data that would allow researchers to see cases on a map, as well as a timeline of number 
of cases per day. We used real data from the 2014 Ebola outbreak in Kenema, Sierra Leone 
(Broad Institute 2014), from which artificial locations for every documented case were derived. 
An additional requirement for the project was to fetch the data from a real system currently 
used in this country known as DHIS2 (University of Oslo n.d.). DHIS2 is an open source 
health information system used at a national level in over 50 countries and at a pilot level in 
almost one hundred countries worldwide. The visualization that resulted from this project 
connects to a DHIS2 instance and sources the data directly from it. The rationale behind 
this requirement was to validate the creation of analysis tools that can remotely connect to 
established infrastructures, and to avoid the need to move patient data from one owner to 
another, which is an extremely time consuming and bureaucratic activity. This project was 
developed with the mentorship of researchers from the Broad Institute of MIT and Harvard, 
especially Andrés Colubri, PhD.

As discussed in section 2.3, a challenge of representing outbreak cases in a map is that showing 
the cases as points is an ineffective way of visualizing disease incidence, because it is hard 
to see whether points are overlapping and because counting points is time consuming and 
prone to human error. An alternative approach is to use some form of geometric clustering 
and color-code each cluster block based on the number of cases that are “binned” inside. 
There are different kinds of two-dimensional binning, however, hexagonal binning is preferred 
because hexagons are the polygons with the maximum number of sides for a regular 
tessellation, which makes this binning the most effective and at the same time the most 
compact approach to dividing two-dimensional space.  

I created a Node.js (Node.js Foundation n.d.) application with a back-end that connects to a 
DHIS2 instance and parses the data into an appropriate format for visualization. In the front-
end, I incorporated a hexagonal binning algorithm to the visualization using the JavaScript 
library D3 and the D3-hexbin plugin (Bostock et al. 2017), and I chose Leaflet.js (Agafonkin 
2017) as a map engine because of the flexibility it provides to include SVG layers, which is a 
requirement when using D3. The resulting project is an exploratory data visualization tool with 
a cartographic view and an interactive timeline that also functions as a time range filter (Figure 
4.1). This filter allows to see cases based on date, permitting to evaluate the progression of the 
outbreak across time.
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4.2 An alternative visualization to alignment views

Alignment views were described in section 2.1 as a conventional representation of genetic 
mutations within a subset of sequences. This visualization was created at a time where text 
visualizations were the only output of a programming console, and therefore, they carry to 
this day a set of limitations that no longer exist with modern computer systems. Additionally, 
in the past it was very expensive to obtain a complete genome sequence and so these views 
only displayed a reduced number of samples. However, in recent years with the lower costs 
of sequencing, it is possible to obtain hundreds or even thousands of samples from an 
outbreak. All this calls for a novel way to visualize aligned samples and entropy within regions 
of a genome. To this purpose, the author conducted a directed study with Professor Dietmar 
Offenhuber, PhD from the College of Arts, Media and Design at Northeastern University. The 
goal of this directed study was to propose and evaluate alternative ways to represent genomic 
data or to improve on existing methods, including alignment views.

The alternative I proposed increases usability by reducing the number of columns and rows in 
the matrix of the alignment view. In a traditional alignment view, a matrix of N columns by M 
rows is displayed, where N solely depends on the total length of the sequence, which can be 
measured in base pairs or in amino-acids (groups of three base pairs), and M corresponds to 
the total number of samples that were collected and want to be visualized. In this alternative 
visualization, the rows M have been reduced to only 4: one for each of the four nucleotides, 
and instead of displaying one letter per cell, a color scale has been implemented to represent 
the ratio of every nucleotide at every position of the genome (Figure 4.2). Additionally, while 
the total length of the sequence has been conserved, it is proposed that in an interactive 
view, the displayed length can be controlled using a focus + context technique to manage the 
cognitive load. This makes sense for the researchers because they often will look at specific 
regions of the genome that are known to contain the instructions to fabricate proteins. These 
regions are known as coding DNA/RNA and can be discretely annotated.

4.3 Early prototypes for critique sessions

One of the activities of the thesis as explained in the Methodology section is to create 
sketches and prototypes that can be used during critique sessions between the researchers 
and the designers, as a way to discuss ideas about how to visualize outbreak data. I created 
a visualization prototype with some interaction using the software Sketch (Bohemian B.V. 
2017) and then exported into the online service InVision (InVision 2017) which allows to 
create interactivity with otherwise static visual elements. In this prototype, I designed several 
“dummy” graphics to represent different aspects of the data (Figure 4.3). On the left panel, 
there is a phylogeny depicting all the cases of a supposed outbreak, and on the right, a map 
with points representing every case. Below, a “categories explorer” takes the form of a Sankey 
diagram with all the clinical categorical variables, such as the outcome and the town where 
the patient was infected. Next to it, a network visualization represents symptoms as triangles 
and infected patients as circles, and connected lines indicate a positive relationship between 
the two. The bottom area shows a series of histograms representing the distribution of the 

Figure 4.2
The image at the top represents a 
comparison between a traditional 
alignment view (left) and a proposed 
alternative visualization (right).

The image in the middle represents 
a practical implementation of the 
alternative visualization. The red 
squares indicate a position where the 
entropy between samples is higher 
than an acceptable threshold.

The last graphic exposes two 
functionalities of the visualization: (1) 
using a focus and context technique 
to limit the alignment view to a 
protein block at any given time, 
and (2) the ability to compare two 
groups of sequences and easily see 
how conservation is lost near the 
middle of the graphic.
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continuous variables in the dataset. Additionally, a navigation bar at the top includes a menu 
to color cases based on different clinical variables and a filter, to narrow down the data 
even more. For instance, the user could show to color the data based on the binary variable 
“outcome”, and filter the resulting visualization by only showing those patients who are known 
to have survived.

I discussed this visualization with clinical and genomic researchers during a critique session. 
The researchers were able to understand all the graphics and the user flow thanks to the 
interactive features of prototype and argued in favor and against the different visual forms. 
From this conversation, several conclusions were obtained:

1. The symptom explorer network visualization is hard to understand and too 
unconventional to be used efficiently during research.

2. While the cartographic view can be useful for some research questions, it will 
usually not be pertinent unless the researcher wants to know if the virus has been 
“jumping” from one location to another, which is uncommon question.

3. The ability to color cases by a certain variable is very useful and should be 
incorporated. They also like the simplicity of a dropdown menu.

4. An alignment view or some visualization of the genomic data was requested

5. Additionally, it would be required that the phylogeny and this additional view be 
coordinated, so that clicking tips of the tree triggers an updated in the alignment 
view with only the selected viral samples.

Figure 4.3
Prototypes used for the critique 
sessions. The top image was the 
first digital prototype presented 
to researchers were many types of 
graphics were tested. It included a 
phylogeny, a map, a Sankey diagram 
with clinical variables, a network 
visualization with symptoms and 
patients as different nodes and 
histograms.

Based on the critique sessions, the 
second image was created, which 
included less graphics and a more 
streamlined user flow. This image 
shows the use of a lasso selection 
tool that permits to select specific 
tips of a phylogeny.
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5 Design guidelines for visualizations in healthcare and genomics

Model utility depends not on whether its driving scenarios are realistic (since no 
one can know that for sure), but on whether it responds with a realistic pattern 
of behavior.

– Donella H. Meadows (2008)
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5.1 A shift in digital healthcare

Digital product design faces new challenges in the modern age of artificial intelligence, big 
data and bioinformatics. Healthcare is being revolutionized by genetics and the growing 
trend of creating user-centered digital products, which has now been recognized by both 
private investors and government agencies. For instance, only in the first half of 2017 a record 
$3.5 billion were invested into 188 digital health companies. (Tecco and Zweig 2017). On the 
other hand, in late 2017 the United States Food and Drug Administration (FDA) launched a 
pilot program to allow private companies to design digital healthcare products without the 
historical cumbersome constraints. The pilot program acknowledges: 

FDA’s traditional approach to […] hardware-based medical devices is not well suited 
for the faster and iterative design, development, and validation used for software 
products. The Software Pre-Cert Pilot Program is a voluntary program that will enable 
us to develop a tailored approach toward regulating this technology by looking first 
at the software developer and/or digital health technology developer, rather than 
primarily at the product (FDA 2018)

The design of these digital products in both academia and the private industries requires 
close collaboration between health, informatics, business, and design experts in order to 
realize digital solutions that support users adequately, and to architect visualizations that truly 
help answer complex analytical questions. The explosion of products in this field means that 
patients, health managers, and data scientists have more and better access to complex data. 
Therefore, there is a great opportunity for design professionals to contribute to the field, and 
to introduce product design methodologies into the software development process; most 
importantly, there are special aspects that govern the design of visualizations for healthcare 
and genomics that should be taken into account by any product and visualization designer, 
as these products are constrained by many policies, controls and statistical astringency. In 
this section I propose a flexible model for the creation of such digital products, which can be 
especially useful for design professionals.

5.2 Design processes for software development

My premise is that in practice complex data visualizations exist within a larger system which 
is the digital product, and this in turn exists in a software ecosystem and a context with 
specific conventions, mental models, patterns, and goals. In other words, this “visualization 
software” is but one cog in the activity flow of a user, an analyst or a scientist. Therefore, it 
is not enough to follow a design process such as the one formulated in the Methodology 
section of this thesis, but it is also paramount to adhere to an encompassing model that allows 
designers to create digital products for healthcare or bioinformatics. To put it simply, I argue 
that visualization problems are also product design problems, and should be addressed by 
following a process that considers the context of use and the activities that happen before and 
after the visualization is used.
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When I started to write this section, my goal was to propose a design process specific for 
visualization designers. However, the more closely I looked at my model and ideas, the 
more I realized that my process resembled many others that have been already coined. This 
probably happened because all design processes are deductive, and they all start from either 
a project brief or a problem at hand and end with a proposal, a prototype or a product. 
The designer Hugh Dubberly has collected a compendium of hundreds of design processes 
that evidence this in an unpublished book called “How do you design?”. He states that “our 
processes determine the quality of our products. If we wish to improve our products, we 
must improve our processes; we must continually redesign not just our products but also 
the way we design.” (2015). Having said that, for reasons unknown some design processes 
have become more popular and used than others. It could be that the current trend of quick 
iteration and fast deployment of digital products makes certain processes more suitable, or 
that perhaps processes go in and out of trend. Dubberly has identified at least 13 processes 
for software development ranging from the Waterfall Lifecycle proposed by Philippe Kruchten 
which privileged sequential, systematic development, to iterative processes such as the User 
Centered design process by Karel Vredenburg (2015 67-82). Current production trends tend 
to favor the latter, as it provides shorter feedback loops between customers or researchers 
and developers and designers, and it could be a strategy to create revenue or publish faster. As 
a designer I also favor iterative and user-centered processes, because I strive to evaluate the 
product at many different stages of development.

Figure 5.1
the Human-Centered design for 
interactive systems by the ISO 
(Dubberly 2015 75; ISO 2010)
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One of the most interesting and flexible design process is the Human-Centered design 
for interactive systems by the ISO (Dubberly 2015 75; ISO 2010). This is a sequential and 
cyclical process that consists of five stages (Figure 5.1): planning, understanding, specifying 
requirements, produce solutions, and evaluating. I believe that most of the current design 
processes are loosely based on these five stages. However, this model fails to consider external 
motivations, such as corporate strategies or academic goals. For this I believe that one of the 
most complete and comprehensive design processes is the Goal Directed Design Process 
(Dubberly and Cooper 2001). This 11-step process is divided in two large stages: Opportunities, 
Constraints, and Context and Synthesize and Refine. I believe that this process takes into 
account the aforementioned initial motivations, either commercial or academic, and that it 
embeds several feedback loops that allow designers to control and modify the product more 
precisely through evaluation and testing.

The only constant thus far is that processes are as diverse as research groups and 
corporations, and that even robust models such as the one that Cooper proposed will 
inevitably be modified by the culture and the people that use them. The right question, I 
believe, is not “what is the best process for designing visualizations of biological or healthcare 
data?”, but rather, “what makes this context different and what are the specific activities that 
any design process should consider?”. In other words, I propose that we treat the design and 
development processes as black boxes: it matters little whether a designer wants –or is forced 
to adopt– a Lean, user-centered, waterfall or whichever design process the organization sees 
fit, but rather it is more important that certain activities and considerations should always 
be present if the visualization is intended for the analysis of complex genomic or health data. 
To this effect and from the perspective of the design of these tools, the following is a non-
exhaustive list of descriptors about this context:

1. Non-linearity of activities 
In many domains, user tasks can be concretely defined and follow linear patterns. 
For instance, looking at a task of “making a bank account transfer” from an online 
banking website, it is possible to map out how the user first authenticates into 
their account, then goes into the transfers page, selects origin and destination 
accounts, inputs a desired amount, and proceeds with the transfer. This task 
cannot be done in a different order, as every sub-task is a prerequisite of the 
previous one. However, in the case of research and data exploration activities, 
tasks are very hard to define, and sense-making processes are inherently non-
linear. There is not a single way to establish how a user can go about answering a 
research question such as “what is making this viral subtype deadlier than others?”. 
Instead, the interfaces and visualizations must support multiple entry points for 
the user.

2. Evidence based design decisions 
Scientists are not familiarized with the non-probabilistic sample sizes commonly 
defined in user research. However, this is a very common practice in user 
experience design and there still does not seem to be a consensus about how 
many users are enough for either research or usability testing. Seminal work by 
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Griffin and Hauser suggest somewhere between 10 to 30 people (1991), more 
recent work by (Guest, Bunce, and Johnson point that theme saturation is reached 
at 12 parcitipants (2006), and Jakob Nielsen insists that five participants are 
enough for most qualitative studies (Nielsen 2012). Therefore, not only designers 
must be prepared to defend their decisions about sample sizes using previous 
studies, but also may have to resort to literary reviews – a common practice in 
academia – to establish mental models for the users, competitive analyses and a 
list of tasks and current problems. The combination of peer reviewed articles and 
a theoretical base for the design decisions will help designers make a stronger case 
and appease some of the concerns of the researchers.

3. Visualizations as cogs in a system 
Unlike many commercial digital products that offer a one-stop solution for the 
users (e.g. maps or weather applications, or a text processor desktop program), 
research suggests that most scientist use more than one visualization tool to 
conduct their analyses (Carroll et al. 2014), meaning that designers should be 
highly cognizant of the ecosystem of tools or software, and of the research 
process in order to design tools that do not disrupt this flow. Additionally, because 
data is constantly transformed and manipulated in these tools, it is also paramount 
to keep track of the different data formats and of the expected inputs and outputs 
of every tool.

4. Visualization designers as visualization developers 
The Goal Directed Design process proposed by Cooper assumes that design is a 
separate activity from coding, and that designers usually receive feedback from 
user testing units, while developers do so from quality assurance units within 
the organization. While his model does suggest that there is some interaction 
between designers and developers (Dubberly and Cooper 2001 10), it is not 
uncommon in visualization that the design professional is also at the same time 
a software developer (Meeks 2018) who, while never intending to replace a 
front-end developer, will be directly responsible for some or all of the coding of 
the visualization. I object that rich and formally established interactions between 
designers and developers and substantial amounts of domain transfer, allow the 
achievement of shared understanding, and reaching consensus about product 
limitations, intended user interactions with the system and expected outcomes. 
Therefore, I consider important to include a portion of what Cooper refers to 
“Coding” and “Testing” activities directly within the realm of design activities and 
processes.

5. Ignorance and cooperation 
Fischer argued that “Complex design problems require more knowledge than any 
one single person can possess, and the knowledge relevant to a problem is often 
distributed and controversial” (2000). This assertion was built upon the concept 
of “symmetry of ignorance”, which is generally attributed to Rittel in his discussion 
of the Second-generation design methods (Rittel, Grant, and Protzen 1984). 
The premise is that while designers are experts in their own field, they are quite 
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ignorant elsewhere, including naturally, life sciences. This is however, the same 
case of researchers, who while experts in their specific domain, lack the knowledge 
in data visualization design and human-computer interaction necessary to design 
appropriate tools for data exploration. Both Rittel and Fischer propose that 
instead, all the stakeholders of the product come together and collaborate, while 
acknowledging both the expertise and ignorance in each other. This is especially 
needed for complex problem solving, which is precisely the case in bioinformatics 
and healthcare. An approach to achieving this is by strongly suggesting feedback 
sessions at different points of the design process, which will force stakeholders to 
work together in order to achieve shared understanding.

The previous list begins to deconstruct the reasons why these fields are so inherently 
challenging for visualization designers, and how these circumstances may directly impact the 
way they work. Moreover, by examining the context in detail, it is possible to identify those 
critical activities and best practices that should occur regardless of the specific culture of the 
organization. It is important to note, however, that this context is arguably not unique, and 
other scientific domains that are incorporating information designers might benefit from 
similar analyses. For instance, the field of artificial intelligence and machine learning commonly 
uses visualization to explore the outputs of different algorithms. This is a field as astringent 
as life sciences, as it is fundamental to make sure the inferences done by the computer are 
accurate. The next section describes a series of design and development activities that were 
selected largely based on this context.

5.3 A model of design activities for health informatics and the genetic revolution

The following model collects the previous ideas about collaboration between designers and 
developers, constant user feedback, and special considerations for the design of visualization 
tools in healthcare and suggests a workflow within the design process that extends beyond 
it, and into the development phase of the project (Figure 5.2 in the next page). I believe this 
model is particularly powerful within current trends of software development under Agile 
methodologies (Laubheimer 2017) which demand designers to quickly iterate and engage 
in teamwork with the software developers. The model is composed of two cycles named 
“analysis” and “synthesis”, which are intersected at diverse key points by a series of feedback 
loops. These loops may take some form of end-user testing or validation, or conversations 
between domain-experts and designers.

The terms analysis and synthesis come from the model coined by Dubberly, Evenson, and 
Robinson in which they describe the activities designers do when taking research and 
transforming it into possible preferred states for a situation or problem. This model is known 
as the Analysis-Synthesis Bridge Model (2008). In my particular case, the analysis cycle starts 
somewhere within the design phase of software development, and the synthesis cycle ends 
at some point during the code phase. This model attempts to make two aspects explicit: (1) 
the different key activities that should be conducted for the design of complex analytical data 
visualizations in healthcare, and (2) the different feedback loops with other actors that should 
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be involved in the design process, including data scientists, developers and end-users. This 
model is comprised of nine discrete activities, out of which four belong to analysis tasks and 
five to synthesis tasks. The summary on the next page (Figure 5.x) describes each activity, their 
expected deliverable and types of feedback required at certain stages.

Every activity suggested in this model was proposed in response to the context described 
in the previous section; for instance, the first activity named “operationalization of cognitive 
tasks” aims to turn a fuzzy sense-making process into a set of more concrete tasks and data 
values that can be supported through interactive interfaces and visual representations of data. 
Similarly, the interoperability analysis seeks to identify the ecosystem of applications used by 
the researcher and to establish how a new visualization will fit without disrupting the workflow. 
Because information designers working in domain-expert fields can have a central role in 
the design of the visualizations for analysis and exploration, their tasks should not limited 
to visual mapping of the data, but they must act as mediators between the different forces 
that pull the design in opposing directions. I have identified five forces (Figure 5.4) that can 
pull the designer in seemingly opposite directions: the users, management, developers, data 
scientists, and corporate or funding interests. Every force in the figure is tied to a question 
the designer must try to constantly answer, in an effort to maintain shared understanding and 
balance between them. While these forces may never fully align, it is paramount to prevent an 
overpowering approach from any direction. For instance, it is not uncommon that developers 
fail to see the need of a computationally more complex visualization technique, as they lack 
understanding in human-computer interaction and naturally strive for only the necessary 
amount of work. Not only must the designer be a mediator, but he should attempt to educate 
all these actors in fundamental aspects of information design, interaction and usability, as 
they will all invariably have influence over the creation of the product. Instead of limiting or 
nullifying opinions from non-designers, obtaining feedback from them (provided they have 
become design-literate), is a great opportunity to create more robust visualizations and digital 
products.

Figure 5.4
A diagram of the forces that pull 
design into different directions
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operationalization
of cognitive tasks
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document
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a diagram of tasks – objects – 
software supported methods

interview current or potential users 
and probe for tasks and activities 
they would like to conduct

evaluate navigation, clarity of data 
mappings, non-traditional data 
representations

evaluate performance, statistical 
support of visual relationships and 
limitations of each approach

evaluate whether the tool supports 
the tasks, user interaction and 
possible additional features
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card sorting, evaluate hierarchies

a report on current techniques, 
technologies, patterns and similar 
tools/software
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an information architecture, a site 
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sketches, paper prototypes, digital 
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data as the source

summary of interview results with 
data scientists, developers, 
possible users and managers

results of usability testing, task 
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complete visualization with core 
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documentation files, markdown or 
website

a scholarly research of previous 
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by traditional competitive analysis

model how the data and the user 
behave before and after using the 
tool/software
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propose a navigation

brainstorm and sketch possible 
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use patterns and data structures

evaluate visual paradigms with 
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subset useful for evaluation

show a tool with limited functionality 
to end users and evaluate behavior 
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are fully functional
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a model for information design in
genomics and health informatics
antoni0 solano-roman

Figure 5.3
activities, descriptions, deliverables and evaluations for the model for 
information design in genomics and health informatics
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5.4 Final thoughts

The activities within the model support the design and development activities of design 
professionals, by provides a flexible but robust framework that prevents major pitfalls in the 
design of these visualizations, such as designing for the incorrect tasks by not drilling down 
into the actual user needs for information or proposing visualizations which incorrectly 
suggest visual relationships between the data that do not hold a statistical confirmation. As 
mentioned before, it is possible that this model could also be used in other scientific settings 
where similar groups of people and rigorous tests are the rule of law. In the next section I 
discuss a case study where I will provide real-world examples of how this model is used in the 
practice, in the hopes of further clarifying its implementation and usefulness of the activities 
for the development of analytical visualization tools.
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6 Helping scientists see through information design: an experiment

The case study presented in this chapter was partly developed in collaboration with 
the Sabeti Laboratory of the Broad Institute of MIT and Harvard. There, I work as 
a Visualization Researcher creating digital products and data visualizations for the 
analysis of genomic and clinical data, and more specifically, for data pertaining to 
viral outbreaks in different regions of the world. One of the challenges that some 
of these scientist face is the analysis of genetic sequences that belong to a single 
outbreak of the same disease, but that can be genetically differentiated by looking 
at the variations in some regions of the genome. The following sections describe the 
rationale for this project, the design process based on the model that was discussed 
in the previous section, and the results of my contribution.

For all but the crispest questions about explicitly measured phenomena, 
visualization is probably a good tool to throw at a problem. In our experience, 
we have almost never come up against a problem that cannot benefit from some 
amount of visualization.

– Meyer and Fisher (2008)
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6.1 Introduction

The use of genetic data for analysis and research has become a widespread practice around 
the globe. These data come from DNA or RNA samples collected from diverse organisms, 
which are then treated using an array of biochemical methods and analyzed through 
sequencing machines that output computer generated files. During the last decade the 
cost of genetic sequencing has dramatically decreased at a rate much faster than expected 
by according to Moore’s Law (NIH 2016). These lowering costs have made an increasingly 
large number of data available to several research communities, but unfortunately those 
initial approaches that were well suited for smaller sequences continued to be used into the 
present (Roca 2014), even though they do not scale properly to the larger genomic datasets. 
While many of the efforts in the design of software to analyze these data have been focused 
on performance and efficiency to manage very large datasets, less effort has been put into 
optimizing the visualization paradigms to help users manage the vast amounts of data. This 
phenomenon could be due to prioritization of goals based on limited resources, or because 
more prestigious publications are based on research findings and not on the design of the 
tools, among others. The case study that I describe here is an example of how the use of 
information design and human-computer interaction principles can provide functional 
alternatives to traditional visualizations. Additionally, this case also demonstrates a practical 
application of user experience design and cognitive task analyses methodologies that can be 
generalized in order to be replicated by other information designers in similar interdisciplinary 
settings.

6.2 A brief background on genetic sequences

Genetic sequences are finite, ordinal, and categorical in nature, and are composed of the 
building blocks of the DNA and RNA known as nucleotides. There are four major nucleotides 
called Adenine (A), Guanine (G), Cytosine (C), and Thiamine (T). In many occasions 
researchers will take several samples and attempt to compare them. This complex process 
known as “sequence alignment” is a computational procedure by
which an attempt is made to infer which positions within sequences share a common 
evolutionary history (Rosenberg 2009 1) (Figure 6.x). Nowadays this is an automated process 
carried out by powerful algorithms, and currently here are two noteworthy programs that 
align multiple sequences: Clustal Omega (Sievers and Higgins 2014) and MUSCLE (Edgar 
2004). The differences between these two programs are important, but they escape the scope 
of this thesis. It suffices to say that once a set of sequences have been aligned they can be 
compared for a myriad of purposes, including identifying regions that could contain functional 
elements like proteins, honing on regions prone to mutations or reconstructing hereditary 
trees (Daugelaite, O’ Driscoll, and Sleator 2013). These activities are collectively referred to as 
Multiple Sequence Alignment (MSA) analysis and the software that enables these visualizations 
is often called a MSA tool.
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6.3 Managing two-dimensional complexity

Most MSA visualizations are overwhelmingly similar: they utilize the paradigm of a two-
dimensional matrix where every row represents a single sequence from the file of aligned 
sequences, and every column a single character from each sequence string (Figure 6.1). 
Because of inherent structure of sequences and of the aforementioned explosion in genetic 
data, these visualizations now depict matrices that have a large number of columns and a 
large number of rows, or in other words “wide and long” matrices. Genetic sequences for 
a complete viral genome can be extremely large: for instance recent datasets of the Ebola 
virus outbreaks now reach about 1800 sequences of approximately to 18,000 nucleotides 
each (Lewandowski et al. 2015). A simple arithmetic calculation of the rows and columns 
from these data returns a total of around 32.5 million individual cells in an MSA matrix. From 
a performance perspective modern computing power can tackle the task of processing 
and rendering a matrix as large as this: for instance the MSA viewer AliView (Larsson) has 
demonstrated to be performant even with files of approximately 22 GB in size. However, this 

Figure 6.1
An MSA viewer that uses the typical 
paradigm of a colored matrix 
(Larsson, 2014).

A note on genomic file formats

There are of course many file formats used for genetic sequences, but one of the most widespread 
is the FASTA format (NCBI n.d.), which is a plain text file containing a long string of these four letters, 
plus additional characters used to denote other types of values, including missing reads “N” or skipped 
columns “–”. As a side note it is important to mention that other files in FASTA forma might contain 
strings of amino acids instead of nucleotides. Amino acids are composed of triplets of nucleotides and 
there is a total of 20. These amino acid files are used in the study of proteins and protein structures 
and will not be part of the case study, but they are by all means a very relevant form of genetic data. 
Once a sequence alignment software such as Clustal has finished processing all the samples, it can 
output a single file in FASTA format that contains all the sequences that were aligned one after the 
other, usually separated by a line break. These software can of course create outputs in other genomic 
file formats such as NEXUS (Duggan and Madeira 2018), which is very popular in the analysis of phylog-
enies or family trees, among many others.
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tool that was released in the year 2014 uses the same matrix paradigm as its predecessor 
SEA VIEW designed 18 years before in 1996 (Galtier, Gouy, and Gautier).  Conversely, from an 
interaction and information design perspective visualizing these data even on a large screen 
may prove inefficient, as the wide and long matrix paradigm demands users to scroll both 
horizontally and vertically to look at all the data. This naturally overloads the working memory 
of the researcher, as not only they must keep in mind patterns that they may have spotted 
in the matrix, but also be very aware of the locations where these patterns appear. It is then 
paramount to find alternative ways to visualize these large datasets through novel visual 
forms and an enhanced user interaction that goes beyond scrolling in two directions or basic 
filtering.

In traditional MSA viewers, the values in every cell correspond to one of the nucleotides (A, C, 
T, G) or to either of the twenty amino acids, and they are represented using a qualitative color 
scale. Additionally, missing values will too be mapped to a unique color. This situation evidently 
implies deficient scenarios in terms of visual accessibility, working memory, cognitive load and 
overall aesthetics. For instance, most colorblind people may not be able to distinguish the red 
cells from the green ones, forcing them to read the letter displayed inside the cell and thus 
drawing more cognitive effort. From the perspective of Human-Computer Interaction it is 
unreasonable to expect a user to interpret this array of colors, while scrolling both horizontally 
and vertically to skim through both the entire length of the sequence and at all the samples in 
the dataset, all whilst bearing a research question in mind that may very well require checking 
many hidden regions of the matrix.

The problem of reducing or “flattening” these rows and columns to a size that can fit into a 
standard computer screen is by no means simple, and the methods to reduce the data must 
be different for each of the axes, since the horizontal axis represents the ordered positions of 
the sequence and the vertical axis depicts every sample in a dataset. To solve this problem, it 
is useful to reflect back on the structural nature of these data: a genetic sample is composed 
of four categories that are arranged in a finite and ordered sequence. This location along the 
horizontal axis is an extremely valuable data point for the researchers, as this can usually hint 
whether this mutation is an indicator of a “functional advantage” for the organism (Hartfield 
et al. 2014). In the case of viral sequences, these functional advantages are associated with 
mutations in the virus that could make it more effective at infiltrating the cells of the host, 
for example. Based on this description and because of the protagonist role that the position 
of every nucleotide has on the structural analysis of the DNA or RNA, the x axis of the matrix 
should evidently not be abstracted by statistical means. For instance, if I were to take every 
sequence in the alignment and calculate the average number of As per row, I would end up 
with a flattened statistic that gives me no context about where in the sequence these As 
appear, and therefore it is a useless calculation. Instead, the length of the sequences should 
be managed somehow through adequate user interaction techniques. This is not necessarily 
a new problem in visualization as for instance, long time series data usually pose the same 
visualization problem and solutions that will be discussed later have proven to be effective. 

Nevertheless, while the x-axis of this visual matrix cannot be fully flattened through statistical 
methods, I propose that the y-axis can be managed through innovative visual forms while 



65An experiment

using statistical analysis to aid the readability of the graphical layout. Ultimately researchers 
are interested in the observable differences in the nucleotides across different samples, or 
the “conservation” of the sequence as it is commonly referred to (Margulies et al. 2003). For 
instance, if all samples from a dataset show the same base-pair at a given position, then the 
genome is completely conserved at that position. Conversely if there are varying proportions 
of different base-pairs at a given position the genome is less conserved. While most regions 
of the sequences from a given dataset will be highly conserved, certain samples or groups of 
samples will have interesting mutations. These samples could be buried deep within the matrix 
of an aligned view, at row thirty, or fifty, or even two-hundred, and at column 500, 1000, or 8000.

6.4 Alternative MSA visualizations

While the prevalence of MSA viewers based on matrix paradigms is still very high, some efforts 
have been made to find alternative visualizations precisely with the intent of managing long 
and wide datasets. For instance, a Java application called GenomeRing (Herbig et al. 2012) uses 
polar coordinates to organize the positions of the sequences and displays every sequence as 
concentric rings, and it also provides enhancements to interactivity features. While a radial 
arrangement of the data eliminates the problem of hiding most part of the sequence from 
view, it presents the drawback of compressing all the data into a single view. This is particularly 
problematic for full genome sequences because as stated previously they can be tens of 
thousands of nucleotides long. I argue that this is still an unresolved issue for MSA viewers and 
that there are established information visualization techniques that could effectively solve this 
problem. A detailed description of these techniques will be discussed in the next section.

Another noteworthy alternative paradigm for MSA visualizations is ProfileGrids: a Java 
application specifically designed to tackle the shortcomings of matrix visualizations and other 
legacy paradigms (Roca 2014). While this tool was designed specifically for the analysis of 
amino acid FASTA sequences, it suggests that instead of displaying every row in the data set, 
a frequency calculation can be made to count the number of samples that present a given 
amino acid at each position in the sequence (Figure 6.x), thus reducing the total number of 
rows to 21 regardless of the number of samples in the data set. While ProfileGrids uses a color 
scale that maps to the frequencies of the amino acids it displays absolute values as opposed 
to percentages, and the color scale seems arbitrary, such as in the example in the referenced 
figure. Additionally, the tool still uses a traditional large matrix view and horizontal scrolling to 
navigate the dataset. Nevertheless, the visualization paradigm excels at reducing the height of 
the visualization matrix dramatically, which is a great contribution to the field.

An additional class of tools are noteworthy not because of their visual paradigms, but because 
of their native execution platforms. Most of the current bioinformatics tools are natively run 
in a computer, such as the two aforementioned tools that were written in Java. However, with 
new web server technologies such as Node.js (Node.js Foundation 2018b) and the migration of 
genomic data to the cloud, it is becoming more convenient and pressing to design tools that 
natively run in a web browser. The tool called MSAViewer (Yachdav et al. 2016a) is a front-end 
visualization for alignments that runs directly in the client side of the web browser. While the 
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visual paradigm is very similar to the most traditional viewers, it demonstrates that these types 
of analyses can also be executed in web environments.

6.5 Visualization techniques and statistical derivatives to improve MSA 
viewers

While several efforts have been made to improve alignment visualizations, I propose that 
by using a combination of some of the previously mentioned ideas together with the use of 
statistical derivatives and alternative interaction techniques, it would be possible to manage 
wide and long datasets without horizontal or vertical scrolling. The two main interaction 
techniques are known as overview + detail  and focus + context (Card, Mackinlay, and 
Shneiderman 1999, 285–340). Overview + detail is a solution to the fundamental problem of 
giving the user access to enough data (or to the entire dataset) while at the same time also 
providing high resolution views. Both views are important in different ways: the overview 
affords a static point of reference and general patterns or trends that cannot be seen from 
up close, and the detailed view provides a more granular scale that displays more accurate 
information (Fig 6.x). Focus + context techniques are similar to overview + detail in the sense 
that they are composed of at least two views and one is more general than the other. However, 
there are three premises that differentiate focus + context visualizations:

1. The user needs both overview and detailed information simultaneously  
2. Information in the overview may be different from the detail 
3. These two types of information can be combined with a single display

Figure 6.2
ProfileGrids alternative paradigm to 
MSA viewers that maps amino acid 
frequencies to colors (Roca 2014). 
Note below the use of a categorical 
color scale to indicate continuous 
frequency percentages
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MSA viewers have used overview + detail techniques in the past, such as in the aforementioned 
case of ProfileGrids where a navigation matrix with pixel-sized cells (i.e. the overview), is used 
to help the user navigate the main view (i.e. the detail). However, this approach still requires 
the user to switch between two separate views and occludes the overview when looking at the 
detail. I propose that using statistical variables can help pinpoint regions of low conservation 
without requiring a separate view: if the frequencies of the nucleotides at any position can 
be calculated, then it would be possible to also calculate a noise-to-signal ratio as a measure 
of conservation. To this end Shannon entropy “H(x)” can be a very useful statistic, as it is a 
statistic of homogeneity in a distribution.

Entropy can be normalized to only have values between zero and one, therefore given any 
position that can have any combination of proportions of A, C, G, T and N, the entropy will 
be zero if only one of the base-pairs presents 100% of proportion, or conversely, the entropy 
will be one if every nucleotide and the missing values score 20% each. If we denote the 
frequencies “p” of every nucleotide at a given position as A, C, T, G and N then the formula is:

For example, if 100% of the sequences presented Adenine at position 102, the entropy would be zero:

It is worth noting that this statistical value works regardless of the number of samples that are 
being analyzed, which provides a unidimensional measure of variability for every position in the 
sequence. This value can then be graphically mapped to a line chart or a bar chart for instance, 
where the valleys represent regions of high conservation or low entropy, and the mountains 
regions of high variability or high entropy. With this graphic and a heat map-like graphic that 
displays the discrete frequency values a focus + context view can be achieved, as the entropy 
chart affords an overview of the distributions across all the sequence and the second graphic 
provides fine grain data at the nucleotide position level. I effectively applied these visualization 
and statistical techniques in an interactive visualization discussed in the results section of this 
case study.
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6.6 Implementation and results

This section describes the results of implementing the aforementioned framework in a 
specific research setting where the goal was to design an alternative visualization to existing 
MSA viewers. The outcome is a web-based data visualization tool that eliminates horizontal 
and vertical scrolling by using focus + context, overview + detail (Figure 6.3), and statistical 
calculations of Shannon entropy to manage wide and long datasets. The tool is designed 
to read aligned files in the FASTA format, which means that the files contain long strings of 
the letters A, C, T, G, and N. Because of this I decided to name the tool “NX4” after it was 
suggested by Andrés Colubri, PhD, one of the readers of the thesis and a computational 
scientist at the Sabeti Laboratory. The idea for the project originally initiated through a 
directed study with Professor Dietmar Offenhuber, PhD from the College of Arts, Media 
and Design of Northeastern University, where we explored a myriad of information design 
problems in bioinformatics. The tool can be accessed at www.nx4.io and the source code and 
more documentation can be obtained at https://github.com/jotasolano/calign 

6.6.1 Design process

The design process closely followed the guidelines of the model for information design 
in genomics and health informatics that was coined in the previous section. As this is a 
longitudinal process, I will only describe the most important activities and deliverables that 
were carried away for the design of this tool. The operationalization of cognitive tasks was 
carried out through conversations with several experts, during which I asked about their 
analytical goals and the difficulties they might be experimenting with current software. This 
provided enough information to create a “tasks – objects – software supported methods” 
diagram (Figure 6.4) that would serve as the blueprint for the design of the tool.

Another relevant activity was the literary review which provided powerful insights about 
the trends in the design of tools for the visualization and analysis of infectious disease 
epidemiology. Systematic review papers or meta-reviews can be extremely useful to establish 
generalized patterns and needs alike. For instance, through this literary review it was found 
that researchers “spend less than 10 hours per month learning about new tools or methods 
for work” (Carroll et al. 2014), which generate a great need for intuitive tools with very tame 
learning curves. From the same study it was revealed that “sixty percent of users indicated 
they typically use more than one visualization tool for their visualization and analysis needs”. 
This is one of the reasons that lead me to include an interoperability analysis within the 
analysis cycle of the model which will be described later, as there is no such thing as a “one-
stop” tool for any researcher. Some of the noteworthy insights from the literary review were:

 – There is a steady trend in the creation of visualization tools for the analysis of 
genomic data, including in the context of epidemiology and viral outbreaks. 
(Carroll et al. 2014)

Figure 6.3
A conceptual example of an overview 
+ detail layout
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 – There is evidence that supports the theory that different genomes can be at least 
partly responsible for disease outcomes in infected patients (Hartfield et al. 2014), 
which calls for the creation of tools that precisely support the research activities 
that would lead to these discoveries.

 – There has been recent efforts to design novel visualizations for genomic data, 
including radial and network visual paradigms (Ribeiro-Gonçalves et al. 2016; 
Asnicar et al. 2015), as well as some efforts to create web-based tools (Yachdav et 
al. 2016a)

Figure 6.4
A “tasks – objects – software 
supported methods” constructed 
from interviews and observations
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As previously mentioned, because scientists quickly move between many tools and research 
activities, conducting what I have come to call an “interoperability analysis” allows to design 
tools that can more seamlessly integrate with current workflows and data formats. This 
particular analysis was carried out based on the different experiences and activities described 
by the researchers. Table 6.2 shows a composite of a user journey and a “data journey”, i.e. an 
abstract representation of the flow of the user and the data along the research process, which 
is an adequate deliverable to quickly communicate the findings from this design activity. This 
analysis allowed to understand that researchers not only collected genomic data from the 
viruses that have infected patients, but they also had access to several sources of clinical data 
that corresponded to the same patients, but whose identification names had different naming 
conventions. For instance, for a single infected patient and its corresponding viral sample, this 
lookup table had to be created: 

This lookup table created based on the analysis permitted me to be aware of these format 
before designing the visualization tools, which resulted in more flexible and interoperable 
proposals. Finally, this analysis also allowed me to get a sense of different uses cases for the 
tool, and of at which points during the research process the tool might be used.

During the ideation activities I created several paper and digital sketches exploring ideas to 
solve different design problems. At this point of the design process it was not clear to me 
which problem I wanted to address considering the constraints of this thesis, therefore I also 
explored ideas related to visualizing clinical data, and how to jointly display visualizations of 
clinical and genomic data (Figure 6.5). As stated at the beginning of this section, I eventually 
chose to start attacking the problem of alignment views, because I also thought it could be 
generalized to other types of data and not just those related to viral outbreaks.

According to the design model, data visualization prototypes undergo a series of iterations by 
evaluating them with design, development and data science experts, among others. Figure 6.6 
shows some of the variations of these graphics based on the original concepts. The barcode-
like visualization represented the calculation of the frequencies of all the nucleotides in a 
dataset, but performed poor at visually managing the length of the sequence and therefore it 
compressed all the colored rectangles to fit the screen. This approach in particular eliminated 
the horizontal scrolling but resulted in a graphic that for all practical purposes was useless 
as an analytical tool. At this point the use of a focus + context technique and the calculation 
of Shannon entropy became a useful approach to solve this problem. It is safe to say that 
this project will continue its development into a more robust tool that combines the current 
views with other graphics, such as a hereditary tree of the samples that can be colored based 

Identifier MuV-139

pubmed id MuVs/Massachusetts.USA/50.16/1[G]

sequence id MuV-139|USA:Massachusetts|14-Dec-2016

phylogeny id MuV-139_USA_Massachusetts_14-Dec-2016
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get samples from outbreak

sequence the data

touchpoints tools data

on-site sample collection kits
extract viral samples from infected 
patients

a series of chemical and computational 
processes to obtain genomic sequences

biological samples (e.g. saliva, 
blood), might be from different 
locations in the body

biochemical preparations, 
genomic sequencer

genomic sequences in plain text 
files

combine with clinical data on tables

generate phylogenetic trees

generate sequence alignment files

look at divergence and variations

establish relational hypotheses

conduct experiments in the wet lab

parse, organize and match the clinical 
and the genomic data of every patient

create a tree to look at genetic divergence, 
viral subtypes and outbreak onset

run all the sequences through an 
alignment software

search for regions of genetic mutations 
and explore functional structures

compare alignment data with clinical data 
and hypothesize about causal relationships

verify or discard hypotheses

spreadsheet software to combine 
epidemiological tables with 
clinical data

epidemiological tables lookup 
tables and ids that link to genetic 
sequences stored elsewhere

phylogenetic tree generator 
software

nexus, newick or other 
phylogenetic tree formats

multiple sequence alignment 
generator software

alignment fasta, clustal gcg msf or 
other alignment file formats

multiple sequence alignment 
visualization tool

alignment file, data on functional 
regions of the genome, derived 
statistics

phylogenetic tree viewers with tip 
coloring for categorical data

clinical, genomic, statistical

laboratory tools and techniques clinical, genomic, statistical, 
biological

Table 6.2
 User and data journeys

on clinical variables, which has been one of the long-term goals of the project. However, the 
current version of the tool demonstrates how the model proposed in chapter five can provide 
a solid structure for the design and development processes, and is a functional guide that can 
enable the creation of tools that can be used in real research settings.
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Figure 6.5
Several sketches about possible visualization paradigms, 
including phylogenetic trees, coordinated views, 
representations of clinical data, and chord diagrams.

Figure 6.6
Early digital prototypes using real 
data, including an entropy profile 
line with no curve interpolation,  
and “barcode” visualizations of 
calculated frequencies for the 

entire lenght of the sequence, in 
both grayscale and an inadequate 

monochromatic color scale
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6.6.2 Structure and user interaction
NX4 is composed of three main graphics (Figure 6.7). The first two are line charts that 
display the calculated entropy values, and the third one is a heat map based on the paradigm 
proposed by Roca (2014), with adaptations for interaction, color, accessibility, and functionality 
with nucleotide data. The first two graphics form respectively an overview + detail pair, and 
both display a line chart that spans the entire width of the screen. Additionally, the top chart 
contains a small rectangle with low opacity that allows brushing, an interaction technique that 
links two or more views by using –in this case– the width of the rectangle as a selector for a 
subset of the data. (Card, Mackinlay, and Shneiderman 1999 233). It is important to mention 
that the horizontal axis in all three views corresponds to the position of the nucleotides, or in 
other words the length of the sequence, and that all three graphics conform a coordinated 
view that is updated through mouse events. 

Focus
A heatmap-like visualization with the 
calculated frequencies which are 
displayed through mouse interaction 
and indicated with the mouse 
triangle)

Detail
A filtered view displaying additional 
information when the user hovers 
over the graphic
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0 2,000 4,000 6,000 8,000 10,000 12,000 14,000
0.0

0.5

1.0

Overview
 A line chart depicting the 

calculated entropy values for 
every position of the sequence, 

and an interactive brush 
element to filter the detail view

Header with general details 
about the loaded dataset



76 Helping Scientists See

While the top chart shows an entropy profile for the entire sequence, the second chart shows 
the same data but with much more detail, as the view is constrained to the subset determined 
by the brush. In simpler terms, this second chart shows a magnified view of the selected data 
from the first chart. It also includes a detail-on-demand artifact known as a tooltip (Card, 
Mackinlay, and Shneiderman 1999 233) that is displayed when the user moves the mouse over 
the chart, showing the exact figures for the entropy and the position in the sequence. The top 
two graphics combined with the third chart form a focus + context layout, in which the third 
chart is the “focus”. This chart is a matrix of calculated nucleotide frequencies at every position 
of the sequence. The matrix also provides additional functionality when the user hovers or clicks 
over the colored rectangles. By hovering over any of the positions. 

6.6.3 Color and accessibility

I carefully considered the color scales of the tool to avoid the problems of accessibility for 
color blind people that are present in traditional MSA viewers. The use of green for the line 
charts and violet for the matrix provide at the same time a semantic difference, as both colors 
conform a categorical color scale, and also an accessible color palette, since purple and green 
will appear as blue and dark yellow respectively for people with protanope and deuteranope 
color blindness (B. Wong 2011). The violet color scale uses the principles of the perceptually-
chosen color maps described by Rogowitz (1995), in which a color scale is specifically chosen 
to highlight the values that are relevant for the user, instead of a regular continuous mapping 
based on the raw values. Because the researchers are ultimately interested in regions of the 
genome with high entropy and therefore low genetic conservation, all the regions that display 
100% of frequency for one amino acid should be less visible than those that have values 
between 1% and 99%. Figure 6.x shows a visual description of the designed color scale and 
how it impacts the visual performance of the visualization. This scale was implemented using 
the d3-interpolate module in D3.js (Bostock [2015] 2018), for the CIELAB color space.

6.6.4 Data objects

Two public datasets were used to build and evaluate this tool: the first one is a relatively small 
Mumps virus sequence file containing 123 individual samples (Broad Institute 2017), which was 
chosen precisely because of the smaller sample size, and because it contained almost all the 
typical characteristics of a FASTA file. The second file is a much larger Ebola virus sequence 
file of approximately 1800 individual samples that was used to evaluate with more astringency 
if the visualization supported the research tasks and whether the tool was an improvement 
to existent software. The datasets were kindly suggested by Shirlee Wohl and Aaron Lin from 
the Sabeti Laboratory, respectively. The mumps data sets can be obtained from the NCBI data 
center (Broad Institute 2017) by selecting the nucleotide sequence data. Likewise, the Ebola 
sequences can be found at the NIAID Virus Pathogen Database and Analysis Resource (ViPR) 
(Pickett et al. 2012) through the web site at http://www.viprbrc.org/, by selecting all the Makona 
strain sequences of the virus.
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6.6.5 Development and technical details

As previously mentioned, the tool was created to run natively on web browsers and was 
entirely written in JavaScript using the ECMAScript 6 specification (Ecma International 
2015). The application is composed of a server-side API that processes and parses the 
genomic alignment file, and a front-end application responsible for the visualizations and 
user interaction. The back-end uses the Express.js framework (Node.js Foundation 2018a) 
and the library Memoizee (Nowak [2012] 2018) to cache the data for increased performance. 
The parsing of the FASTA file into a JavaScript object is done using the BioJS-fasta library 
(Wilzbach [2014] 2017). This back-end is responsible of performing the statistical calculations 
on the data that return an array of entropy values and an object containing the nucleotide 
frequencies for each position in the sequence. The implementation of this tool would not have 
been possible without the support of Carlos Cruz-Castillo from the Department of Computer 
Science of Universidad Latina, Costa Rica, who was responsible for creating the performant 
back-end architecture and implementing the state manager of the application, and of Andrés 
Colubri from the Sabeti Laboratory, who provided advice with his expertise in statistical 
analysis for genomic data and the implementation of those algorithms in JavaScript.

I developed the graphics in the front-end using D3.js (Bostock 2017) and the standard SVG 
API. The charts were written in dedicated ES6 modules for scalability, and they communicate 
through an implementation of the library Redux (Abramov 2018), which manages the program 
states and enables data flows between the three visual components when the user interacts 
with the visualization. Because of the way I implemented the graphics, the application is also 
extremely performant in the front-end, as SVG elements are only injected into the DOM once, 
and when the user interacts with the brush, their mapped values are updated using the enter–
exit–update pattern (Bostock 2012). At the time of writing this thesis, the project was hosted 
on a Heroku instance that was connected to a production-ready GitHub repository.

6.6.6 Evaluation and next steps:

Based on the work by Munzner (2008 3), I chose to evaluate the resulting tool by using a 
combination of design justifications from task analyses, user anecdotes, and implementation 
performance:

1. Design justifications from task analyses: 
As previously mentioned, by operationalizing the scientific hypothesis into con-
crete tasks, it is possible to go back to the “tasks – objects – software supported 
methods” (Figure 6.x) diagrams and to justify the design decisions that were made. 
The implementation of an overview + detail technique that displays entropy, a 
measure of noise-to-signal ratio effectively supports the task to “search for areas 
of low conservation”. Likewise, the task of “establishing specific (nucleotide) 
positions” is very effectively achieved by interacting with the brush which quickly 
refreshes the view and shows regions of the sequence on demand. Finally, the 
nucleotide frequency distribution can be visualized first through the color scale 
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that was mapped to the alignment views, and with more precision by hovering 
over any column of the alignment view and reading the percentages correspond-
ing to every nucleotide.

2. User anecdotes: 
When this tool was presented to some of the researchers at the Sabeti Lab, they 
very quickly were able to pinpoint regions of the genome that were of particular 
analytical interest by looking at the entropy line chart. Moreover, several scientists 
expressed how they would use the tool for their own work, which suggests that 
while the task analysis was drawn from specific cases, the flexibility of the tool 
allows for a widespread adoption. This is indeed the case as the use of the tool 
need not be limited to analysis of viral samples. Instead, the software can read any 
nucleotide-based sequence alignment file, which dramatically expands the pos-
sibilities and context of use.

3. Implementation performance: 
Performant tools will always be a requirement in expert settings, and web-based 
visualizations should perform as good as locally installed programs. Through a 
combination of modern back-end technologies and an adequate manipulation of 
the DOM in the client-side of the application, the system has proven to be quick 
at large dataset sizes. As previously mentioned, the Ebola dataset used for testing 
included over 1800 samples, each having approximately 18000 base-pairs. The 
calculations that run through the entire dataset of about 32 million individual data 
points plus the rendering in the client take little over 2 seconds total. Addition-
ally, by implementing a cache feature, if the page is for some reason reloaded, 
the calculations will have been stored in memory and the rendering will happen 
instantaneously.

Due to time constraints, some of the identified tasks have not been supported yet. Most 
notably, it is still not possible to obtain and export a list of sequences based on their frequency, 
and the implementation of a phylogenetic tree will require a second round of design and 
development. Additionally, the visualization does not currently account for gaps, but it is 
expected that this feature will be added in the very short term, as well as a user interface to 
upload data directly from the web browser.
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6.7 Next steps

NX4 has proven to be a flexible and robust proof of concept that demonstrated to be capable 
of reading large sequence alignment files with good performance and enhanced visualization 
and interaction techniques. Moreover, the tool is an example of the ever-growing collection of 
web-based applications for the analysis of genomic data. The case study serves as a successful 
example of using the model for information design in genomics and health informatics, 
even in a setting where there was no established formal design process in place. This model 
combines design and software development processes with domain-specific activities and 
considerations, and can then also serve as a starting point for designers to begin co-creating 
a design culture within a scientific organization. Additionally, the model the ability to serve as 
an evaluation instrument as exemplified by using the “tasks – objects – software supported 
methods” as an astringent method to not only operationalize non-linear user tasks, but to 
evaluate the design solutions with prototypes and proofs of concept.
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7 Conclusion

The current revolution in healthcare and life sciences will continue to force groups of 
diverse professionals to come together in order to tackle the information challenges of 
tomorrow. Complex data analyses will continue to be commonplace in these fields, where 
experts have to attack problems from a multitude of angles, and carefully interpret data to 
answer intricate questions. Meyer and Fisher argue that visualization is a “great solution” for 
precisely these types of problem-solving activities (2018), which are only bound proliferate as 
genetic sequencing costs continue to decrease and health around the globe continues to be 
transformed by technology. In these fields in particular, the scientists and bioinformaticians 
have acquired the roles of users and designers of data analysis tool at the same time, which, 
while still permitting them to carry on with their research, has led to a myriad of software 
with poor usability and legacy human-computer interaction techniques. This is not only 
unfortunate, but it might actually prevent us from accessing the full potential of the data we 
continue to collect.

As industries and academia continue to pay more attention to their users and attempt 
to improve their interaction with digital products, designers, especially those in the field 
of information architecture, data visualization, and user experience can play a major role 
in facilitating better ways to visually explore data, by creating tools that can support the 
research activities with the needs of the user at the core of the design and development 
processes. However, designers that want to participate in this field should develop certain 
skills that would make them better fitted for these settings. For instance, they should have 
a basic understanding of statistical models and be willing to learn more about statistical 
analyses of biological data. Similarly, they should also understand basic notions of biology, 
biochemistry, genomics, and domain-specific topics, such as virology, evolution or oncology. 
Systems thinking, and evidence-based decisions must be at the core of the activity of the 
designer, and they should be prepared to be questioned about their design decisions by their 
fellow coworkers at any given point. Above all, designers should get accustomed to feeling 
comfortable with uncertainty and a constant sense of inadequacy, as their expertise will not 
be in the specific domain of the scientific work, but rather on human-computer interaction, 
usability and data visualization. This sense of perceived ignorance however, coupled with 
honest vulnerability, are the precursors for learning about the work and needs of researchers, 
and are necessary ingredients for domain transfer to occur and for the development of 
successful digital products.
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In this thesis I have explored the current landscape of visualizations of genomic and clinical 
data, providing examples of how many of the current visual paradigms have changed very little 
in the past 30 years. I also provided some examples of innovative approaches to visualization 
and the use of more modern web-based technologies that can be as performant as the 
traditional locally installed tools (Argimón et al. 2016; Neher et al. 2017). Specifically, in the 
field of infectious disease epidemiology, new trends in analysis tools are geared towards social 
network visualizations, molecular epidemiology and GIS (Carroll et al. 2014). The use of web 
technologies for the implementation of these tools represents an important contribution 
in two directions: first, it enables easier distribution of the software, as it can be deployed 
without the need to create different versions for each operating system, and second, it 
enables better and new ways of collaboration across groups, given that our communication 
systems continue to migrate to the web and that these tools are easily accessible to most 
individuals with an internet connection.

Through this body of work, I have proposed a model for the design of visualizations in 
healthcare and bioinformatics that describes a series of activities, suggests concrete 
deliverables and points out to different actors that should be involved in the design and 
development processes of any visualization tool for the exploration of non-linear analytical 
questions. I also propose that designers that want to be successful within these fields no 
longer can be isolated from the different interdependencies of a company or a research 
group, and must adopt a multidisciplinary skillset that allows them to mediate between 
domain-experts, data scientists, developers and project managers to realize well rounded 
digital products that express a reasonable balance between usability, performance and funding 
or commercial objectives. This model came to life through my experiences of working in a 
research group focused in evolutionary biology, infectious diseases, and public outreach, 
where I could witness first-hand many of the struggles that scientist faced when interfacing 
with information systems and data exploration tools. 

The use of this design model was exemplified by addressing a long-standing problem in 
the field of comparative genomics that has been exacerbated by the deluge of data that 
continues to be available to researchers with every passing day. Multiple sequence alignment 
tools concurrently visualize large amounts of genetic sequences in an attempt to pinpoint 
differences in the genomes. While these comparison activities can have a multitude of 
applications, alignment views are also commonly used when looking at pathogen samples 
obtained from outbreaks. By applying the model proposed in chapter five to this design 
problem, I was able to provide a practical solution to managing datasets with very long 
sequences that were also large in sample size. Through this case study, I also demonstrated 
how and why designers must work alongside many other experts in order to create functional 
visualization tools. The resulting application serves as a proof of concept and represents the 
starting point for a larger and more robust web-based application for the coordinated visual 
analysis of clinical and genomic data. By using a combination of coordinated views, human-
computer interactions such as overview + detail, and statistical derivatives for the calculation 
of noise-to-signal ratio, it is possible to display relevant information that supports different 
cognitive tasks that users would typically follow to explore the data. Finally, while not directly 
intending to address this long-standing problem in visualization, the proposed alignment view 
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of the application suggests possible alternatives to graphically represent categorical data using 
perceptually-based color mapping (Rogowitz 1995) and frequency distribution calculations as 
coined by Roca (2014).

It is my greatest hope that other fellow professionals become interested in science and seek 
these difficult but rich collaborations between designers and scientists, and that the design 
community can make an important contribution to the fields of healthcare and bioinformatics, 
which are undeniably the future of medicine and science. The model I have proposed may 
only be a starting point in the discussion of how we can begin to think about design processes 
for a new wave of challenges in human endeavor, where data, computation and statistical 
uncertainty will be the only constants. However, it is my belief that this is a discussion that 
must be had if designers wish to continue to be relevant in some of the most productive and 
innovative sectors of our economies and scientific activities.
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